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Abstract—In this paper we propose a concept of Ontological
Learning Assistant (OLA)—an ontology-based KDD1 Support
Environment (KDDSE) platform for carrying out knowledge
discovery. The concept is based on the critical analysis of
our state-of-the-art study in intelligent KDD support util izing
ontologies. We emphasize the fundamental role of knowledge
transfer and domain and technology experts cooperation. OLA’s
main goal is to provide means of their mutual understanding
and leverage the domain and technology knowledge by the use
of ontologies.
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Case Based Reasoning, Meta-Learning

I. I NTRODUCTION

A CCORDING to an IDC report the digital universe will
grow 10 times between 2006 and 2011 [2]. Enterprises’

information systems are already flooded by raw data that
constantly grow in size. Companies strive after extracting
meaningful information from their data and turning it into
knowledge that will help them remain competitive on the
market. Information and knowledge are valued as key
resources in today’s world. Hence much attention has been
given to Business Intelligence(BI) in the last decade. BI
solutions have rapidly changed from a novel technology
used only by the most innovative companies into an industry
standard. Thus more and more attention is given lately to
the most promising and advanced aspect of BI—Knowledge
Discovery and Data Mining (KDD).

The challenges that a data analyst faces today are quite
dichotomous. On the one hand he or she needs to possess
an expert domain knowledge. On the other hand one has
to be capable of using highly specialized techniques includ-
ing statistics, information theory, machine learning, database
technology, information systems, etc. It is quite uncommon
to find a person of all these characteristics, thus a typical
KDD process requires cooperation of so called business people
and technology experts. Such an approach suffers from a key
vulnerability that business and IT people tend to speak utterly
different languages. Effectively turning business requirements
into technological solution seems to be the crucial aspect of a
successful knowledge discovery.

1KDD is an abbreviation of Knowledge Discovery in Databases,however
due to its wide interpretation, in this paper we will refer toit, as to the whole
concept of Knowledge Discovery and Data Mining as introduced by [1].

In addition not only business people need technological
assistance during the KDD process. The proliferation of Data
Mining algorithms, new research on their exploitation and
the no free lunch theoremfor machine learning introduced
by [3], claiming that no algorithm is always better than
other, makes it impossible even for a Data Mining expert
to possess all the available knowledge. KDD is a relatively
young field of research and yet little has been done to
support the analyst in the overall process. Although sev-
eral methodologies for carrying out KDD processes have
been introduced (e.g., CRISP-DM [4], Virtuous Cycle of
Data Mining [5]) they provide onlywhat guidelines without
any detailed suggestionhow. Commercial Data Mining soft-
ware provides only tools for specialized tasks, which make
some hard assumptions about the level of users’ qualifica-
tions [6].

Conversely not only technology experts need assistance in
understanding business issues. There is an immense amount of
knowledge in enterprises concerning business understanding,
information systems, Corporate Data Model (CDM), business
rules, strategic goals, organization structure, infrastructure,
tacit knowledge, etc. that may be crucial during the KDD
process. It is also almost impossible to find one business expert
possessing all the required knowledge.

Given the above mentioned issues, we identify key high-
level obstacles and difficulties in Knowledge Discovery and
Data Mining processes as follows:

• business and technology experts communication,
• incorporation of structured corporate knowledge into the

process,
• incorporation of structured KDD domain knowledge into

the process.

We claim that these problems may be addressed by creating
an intelligent software platform. We propose to use ontologies
as a knowledge model and multiple reasoning techniques for
providing effective assistance for all kinds of actors involved in
the process. We propose the concept of Ontological Learning
Assistant (OLA) by exploiting and developing the current
research in an ontology-based KDD. As stated in [7], we
believe that the more knowledge is hard-coded in the software,
the more new knowledge can be discovered by human. Further
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enriching software with the discovered knowledge leads to a
feedback for constant knowledge discovery.

The rest of this paper is organized as follows. Section 2
presents the state-of-the-art in ontology-based KDD. In Sec-
tion 3 we provide OLA platform motivation. Section 4 gives
an overview of key requirements. Section 5 describes the
OLA platform architecture and its key modules functionality.
In Section 6 we give an overview of the knowledge model.
Section 7 presents the implementation framework. In Section 8
we verify OLA against a real-world Data Mining scenario. In
Section 9 we summarize and conclude our research.

II. RELATED WORK

Recently there have been several projects and research
studies concerning ontology (knowledge) based KDD. [8] in-
troduce an ontology to represent key concepts of Data Mining.
Their work aims at supporting the development of distributed
KDD applications on the Grid. [9] present Data Mining as an
iterative process of interaction between the domain knowledge
and the knowledge acquired during the process. They delineate
the role of knowledge in each phase of KDD. [10] are using
ontologies to intelligently acquire knowledge about the dataset
and its attributes and construct potentially interesting features.
A framework O-SS-E (Ontology—Search and Sampling—
Epistemology) is introduced by [11]. It proposes a framework
for a coherent KDD methodology based on linked ontologies
of data and models, and aTheory of Knowledgefor KDD.

[12] proposed an Intelligent Discovery Electronic Assistant
(IDEA) for valid Data Mining process (i.e. phases of pre-
processing the data, choosing induction algorithm and post-
processing) enumeration and ranking based on an ontological
knowledge model. The model provides information on input,
output, constraints and heuristic performance metrics (for
speed, accuracy and comprehensibility) of particular operators.
Another intelligent knowledge discovery assistant (DM Assis-
tant) is introduced by [6]. Authors use ontologies for the high-
level knowledge representation of the CRISP-DM methodol-
ogy and the detailed Data Mining knowledge representation
in the form of rules and concepts. They also exploit the Case-
Based reasoning (CBR) paradigm to provide users with an in-
telligent advice based on the modeled knowledge and previous
KDD applications. A similar approach was presented earlier
by [13], who emphasized the role of knowledge and experience
(captured in the CRISP-DM process) in a Data Mining project.
A concept of Experience Factory was proposed with the use
of the CBR methodology.

ADMIRE2 is an ontology-based KDD research. It will
provide a coherent, user-friendly technology for knowledge
extraction. It presents a holistic approach and is to deliver
support in integrating data from distributed and heterogeneous
resources and provides an abstract model of Data Mining and
integration.

The MiningMart project exploits the domain knowledge and
a case base of previously composed data preprocessing chains

2http://www.admire-project.eu/

to empower novice data miners with easy-to-use technology
for integrating and preparing data for modeling. A high-level
representation of the domain knowledge (ontology) and the
process provides means for its further reuse and adaption
for similar cases [14], [15]. [16] introduce Global Learning
System (GLS) which uses an ontology to organize a society of
agents in order to dynamically compose valid KDD processes
with the top-down approach.

MetaL3 project aids the induction algorithm selection. It
estimates the ranking of learning algorithms (like [12] with
performance metrics of accuracy and speed) based on their
performance on data sets with similar characteristics to the one
being analyzed. The concept of using learning on the meta-
level (Meta-Learning) in KDD is broadly described by [17].

Below we describe how OLA exploits and develops some
of the concepts introduced in the mentioned research.

III. OLA M OTIVATION AND ASSUMPTIONS

Our work was initially inspired by the well known problem
of business and IT specialists cooperation in enterprises.The
issue becomes most visible in cases of highly demanding
domain of KDD where their close collaboration is essential.
Our research aims to deliver a framework for modeling KDD
processes by interactive cooperation of domain and technology
experts. Domain experts benefit from using OLA by working
in a user friendly environment that allows them to focus
on their business goal without bothering with gory technical
details. Technical users benefit by having business require-
ments modeled in a comprehensible way, profiled for their
perception. Both types of users take advantage of intelligent
assistance and real-time advice given by OLA.

Fig. 1. Ontologies as means of modeling profiled information.

As the metadata model for our platform we chose on-
tologies. As stated by [18]an ontology is a specification
of a conceptualization. They provide means for describing
concepts and their relations. Ontologies are a recognized way
to represent knowledge for information systems. They can be

3http://www.metal-kdd.org/
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integrated among different domains and are commonly used by
multiple reasoning engines for implicit knowledge discovery.
Although ontologies suffer from vulnerability in terms of effort
needed to model new knowledge we know of no better solution
for our platform. One of the main objectives of our research
is to provide an environment that will efficiently promote
the collaboration of domain and technology experts. By the
use of ontologies different users may view the system and
its metadata in a profiled way suitable for their perception.
For example, as shown in figure 1, the same amount of
money may be interpreted in several ways, depending on the
perspective. For an accountant it may be income, for marketing
department a return on investment from a promotion and for
an IT specialist a field of currency type in a database.

Fig. 2. KDD process model according to CRISP-DM and [1].

In order to support KDD a reference model of the pro-
cess is needed. There are several methodologies for carrying
out a KDD process, although CRISP-DM4 gained the most
recognition in scientific research and in the industry. It de-
composes the process into six phases (figure 2): (1) Business
understanding, (2) Data understanding, (3) Data Preparation,
(4) Modeling, (5) Evaluation and (6) Deployment. Each phase
is further decomposed into generic tasks and generic tasks
into specialized tasks as shown in figure 3. Each task is
described with the output that should be produced and activi-
ties that shall be taken. Although CRISP-DM doesn’t provide
much information abouthow to perform each step, it gives
detailed guidance ofwhat should be done. Hence to guide
the user through the KDD process and collect documentation
about taken actions we incorporated a CRISP-DM reference
model into our platform (as an ontology). Such solution is
similar to [13] and the ADMIRE project. As opposed to
CRISP-DM, which approaches KDD as a project, the other
methodology–The Virtuous Cycle of Data Mining presents
a business process-like approach. We enriched a CRISP-
DM-based model with chosen guidelines from the alternative
methodology.

The role of domain knowledge is essential in a KDD
project [9]. Although the role of a domain expert is widely
recognized little has been done yet to support him or her during
the KDD process. No expert will possess all the relevant
corporate knowledge or may overlook some important though
not so obvious issues. In order to fill this gap and provide
domain specialist with efficient assistance our platform is
ontologically modeling the Corporate Data Model5 (CDM)
and binds its elements6 to the relevant business rules, busi-
ness processes, projects, strategic initiatives, Key Performance

4CRoss-Industry Standard Process for Data Mining
5also referred to as Enterprise Data Model (EDM)
6by exploiting the power of ontologies

Fig. 3. Four level breakdown of the CRISP-DM methodology [4].

Indicators (KPI), previous analyses and their results, depart-
ments, data sources etc. Using ontological semantics allows
for providing all the information related to the data selected
for analysis and may result in new valuable insights.

Few enterprises publish their successful applications of
KDD as such knowledge is invaluable. Thus there is little
systematic knowledge of how to perform successful KDD.
Therefore structuring the knowledge about previous initiatives
and using the CBR paradigm for aiding the new process
creation may solve this problem [13], [6]. Our platform takes
advantage of that approach. However our case representation
is not limited to the whole KDD project. We distinguished its
several levels according to the CRISP-DM breakdown. During
the process of KDD, depending on its current phase and task,
user will be provided with similar cases from previous projects
on all the relevant levels.

Issues such as handling outliers, cleaning the data, feature
selection, choosing algorithm parameters, etc. are well rec-
ognized and described in the literature. There are so many
aspects in this field of knowledge that even a Data Mining
expert may not be familiar with all of them. OLA provides
a rule-based advice generation exploiting the KDD domain
knowledge and information about current user actions. It
assists the user with a technical advice relevant to his current
activities and information about the data that he or she is
acting upon. A similar approach was introduced by [6]. OLA
extends the capabilities of the intelligent advice by dynam-
ically composing, ranking and presenting to the user poten-
tially interesting processes that may be applied to the data.
Each process consists of data preprocessing steps, induction
algorithm and post-processing steps, and has the possibility of
customization and automatic execution. A related approach,
based on a Data Mining ontology, was proposed by [12].
Our platform exploits similar mechanisms for composing
processes, however our Data Mining Ontology is different (see
Section 6).

There are many possible applications for an OLA platform.
It may be used as a KDDSE regardless of the application
domain. As it supports the standard KDD process model it can
be applied either in enterprises as a component of Industry
Information Management Systems or in scientific research.
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Another application may be using OLA as a learning platform
for teaching KDD.

The domain expert interacts with OLA by first defining the
business problem and by choosing the data (from the profiled
conceptual model). The user is further guided through the
KDD process steps, according to the CRISP-DM reference
model. In each step, all the technical details are hidden. The
most technical phases of KDD—data preprocessing, induction
algorithm and post-processing are handled by theIntelligent
Composer, which lets the user choose among suggested pro-
cesses and evaluate their results. By results evaluation the
domain expert models business requirements. The process
model7 is further passed to the KDD expert. KDD expert may
optimize the process by using the understanding of business
requirements explicitly and implicitly stored in the model.
Knowing the domain expert’s actions and different results
evaluation, the KDD expert may gain valuable insight into
the nature and objectives of the problem at hand.

IV. OLA REQUIREMENTSOVERVIEW

We identified the crucial role of both domain and technol-
ogy experts. Hence the main focus in OLA’s requirements
specification was to maximally leverage their knowledge and
proficiency by using all available resources. Next we presened
the key objectives and criteria for our platform definition.

The support provided for both kind of actors should be
balanced as their role is equally important. We identified two
high-level kinds of actors: domain experts and technology
experts. These are further decomposed into more specific ones
(i.e. database expert, modeling expert) in order to providea
more profiled support.

The approach of our research is holistic as we assume
to deliver an end-to-end support for the KDD process from
business requirements definition to the model deployment. The
aim of OLA is to assist the user in a profiled manner on each
step of the process. Each user action is assisted, whenever it
is possible. The support takes all possible form, from simple
contextual help to intelligent advice. Following we describe,
how OLA supports users in each phase of KDD process.

During theBusiness Understandingphase the platform lets
the user document the business objectives, the Data Mining
goals, project plan and the situation. It checks if there were any
previous projects with similar characteristics. While defining
the inventory of resources and terminology OLA assists the
user by using theCorporate Data Model Ontologyand other
domain ontologies to provide complete insight into relevant
resources. In theData Understandingphase the platform
aids collection of initial data by providing a profiled view
of the CDM. OLA supports the user with all the relevant
domain information (business rules, processes, etc.) thatmay
be valuable. It also allows to semi-automatically describethe
data and verify its quality by assessing its characteristics and
domain description.

7all the domain expert actions

During the Data Preparation, Modeling and Evaluation
phases the domain expert is supported by the platform which
generates and ranks valid KDD processes basing on user
requirements and goals. OLA allows the user to choose several
processes and automatically carry them out. It assists the user
in documenting their results evaluation. Technology expert
analyzes the created process and optimizes it. He or she is
supported by the real-time technical advice generated from
KDD domain knowledge base, relevant to current actions. The
user is also capable of exploring similar tasks from previous
KDD initiatives. The generated process is once again evaluated
by the domain expert and ready for automatic deployment.

As OLA is a Knowledge Discovery and Data Mining
Support Environment,knowledgeaffects each and every aspect
of its design. All the available knowledge is modeled explicitly
without any implicit and tacit assumptions. This approach
refers mostly to the architecture and data (knowledge) models
used by OLA. As OLA is also easily extensible by straightfor-
ward incorporation of new knowledge, the knowledge model
provides a means for simple integration.

OLA is designed to be an easy-to-use technology. Tools that
provide simple interfaces, referring to the user’s intuition gain
the most recognition. This requirement mainly affects the user
interface design however architectural issues, such as using
web technology (thin client) are also important.

V. SYSTEM ARCHITECTURE

This section provides an overview of the conceptual OLA
architecture with each module functionality description.High-
level architecture is presented in figure 4.

Fig. 4. Platform’s conceptual architecture.

Platform Resourcesare a group of modules that are consti-
tuting the knowledge base of the system.Business Knowledge
is an ontological model of the corporate knowledge containing
business domain ontologies bound to theCorporate Data
Model Ontology. Case Baseconsists of previous knowledge
discovery initiatives. Each case is tagged with detailed in-
formation about the meta-characteristics of the process and
its steps—all in conformity with the CRISP-DM model. The
information gathered during the process creation is storedin
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the Case Baseand processes are available for reuse.KDD
Domain Knowledgeis a set of rules similar to those proposed
by [6]. Data Mining Ontology holds the taxonomies for
Data Mining domain and particular operators’ characteristics.
CRISP-DM Ontologymodels the KDD process according to
the CRISP-DM process breakdown. We further elaborate on
both ontologies in section 6.

Process Resourcescontain the metadata of the process that
is being modeled.Metadatarepresents the characteristics of
the data chosen for analysis. Apart from information about
attribute types, relations, data source locations, connections,
etc. it contains statistical characteristics of the data, such as
minimum, maximum, mean, median, standard deviation, etc.
for numeric attributes and number of classes, most frequent
class, class distribution, etc. for nominal ones.Current Process
Metadatarepresents the process in terms of theCRISP-DM
Ontology.

Advisorsare a set of tools used for intelligently aiding the
user.Business Advisorprovides user with information about
the relevant business knowledge. Based on the selected dataall
the potentially important information is presented, regarding
relevant business rules, business processes, projects, strategic
initiatives, Key Performance Indicators, etc. The information
is extracted by the use ofBusiness OntologiesandCorporate
Data Model Ontology. Case Reasonerallows for search for
similar cases from previous KDD initiatives. Our approach
allows user to select key aspects by which processes are
compared (with the use of k-NN algorithm). In addition to
dynamic comparison criteria definition OLA allows users to
search for similar cases on different levels of the CRISP-DM
process breakdown. Although two cases may be different their
specific tasks may be similar. For example handling outliers
in a nominal attribute with akin characteristics to the one at
hand may bring valuable advice, although the cases may differ
completely.

Intelligent Composerenumerates and ranks valid Data
Mining processes basing on the Data Mining Ontology and
each operator’s task, its input and output requirements and
constraints. Processes are ranked by the evaluation on the
subset of the data being analyzed. Created processes are ready
for execution. Such a concept was proposed by [12]. Domain
experts contribute from this approach by choosing the best
process and then evaluating the results. Technical users may
then optimize the overall process. They may gain much insight
into business requirements by interpreting the business users
evaluation of achieved results.KDD Process Advisorsupports
users with technical advice, based on the rules fromKDD
Domain Knowledgecomponent. Knowing the current process
phase and the data characteristics the KDD Process Advisor
will assist user with suggestions generated by the underlying
rules. For example, given the two class classification task
and class proportion 98:2 the underlying rule may suggest
weighted sub-sampling to reduce the class imbalance. This
approach was proposed by [6].

Engineconsists of several modules responsible for process
creation and execution.Process & Data View Generator

allows users to be provided with profiled information about
the data as shown in figure 1. It is also responsible for
profiling the workspace by hiding technical details from the
non-technical users.Process Composerprovides means and
interface for composing KDD processes. Process is modeled
as a directed graph of atomic steps (operators) with additional
meta-information characterizing the process (e.g. business
goals, project description, involved people and their roles).
Main components of the process are operators composing
the workflow from the source data to the model execution
results. In addition other information about e.g. undertaken
visual data analysis and their results evaluation is kept inthe
process model as a source of potentially valuable information.
Process Composercreates the metamodel of the process. The
metamodel is interpreted by theProcess Compilerwhich
produces the executable code for the process. This approachis
analogous to the one proposed by [14]. As executable modules
Process Compilerwill use DM Operators. They are a set of
atomic operations modeled in theData Mining Ontology.

VI. K NOWLEDGE MODEL

A. Data Mining Ontology

There were several ontologies proposed for the Data Min-
ing domain [12], [8]. The most complete seems to be the
one proposed by [8], however it was created to support
grid programming and not to support KDD process creation.
It provides taxonomies and axioms for Data Mining tasks,
methods, algorithms and software. It does not distinguish nor
provide concepts of preprocessing, induction algorithm and
post-processing what the ontology proposed by [12] does.
Although a typical Data Mining process model [1] defines
the flow of main three consecutive phases of KDD as (1)
preprocessing, (2) induction algorithm, (3) post-processing it is
difficult to provide a structured model of the process. Typically
a preprocessing task may be to use a clustering algorithm in
order to derive a new attribute and replace several other with it
to reduce the overall number of attributes. Such a task requires
its own preprocessing of the data and may be treated as an
embedded KDD process. By analogy post-processing the data
may require to use decision tree induction algorithm in order to
explain the results of some clustering that has been performed.

Our Data Mining Ontologycombines the above mentioned
approaches by introducing preprocessing, induction and post-
processing into the redesigned taxonomy of [8]. We also use
concepts ofTask, Method, Algorithmand Operator. Task is
the high-level type of activity that is going to be undertaken.
Method represents the technique with which the task is per-
formed.Algorithm defines particular procedure by which the
Task is performed, using the givenMethod. Operator is a
software implementation of the algorithm used by OLA. For
each concept taxonomy we defined an additional layer dividing
each concept into three sub-concepts which are respectively
preprocessing, induction, post-processing. Hence forTaskcon-
cept we defined sub-concepts ofPreprocessing Task, Induc-
tion Task, Post-processing Task, for Method–Preprocessing
Method, Induction Method, Post-processing Methodand so
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Fig. 5. Data Mining Ontology Task Taxonomy.

on. The taxonomy forTask is presented in figure 5. A more
detailed taxonomies description may be found in [19]. In
figure 6 is a part of ourData Mining Ontology. It shows the
relations between concepts from different taxonomies. It is an
extended (highlighted layer) concept proposed by [8].

Fig. 6. A part of the Data Mining Ontology (based on [8] model).

B. CRISP-DM Ontology

CRISP-DM Ontology is based on the CRISP-DM reference
model and the user guide [4] and serves two main purposes on
the OLA platform. It holds the reference model for the KDD
process (see Generic CRISP-DM Ontology in figure 7). It is
also used as a metamodel for the processes modeled on the
platform. Figure 7 represents only a small part of the ontology.
More detailed taxonomies may be found in [19].

Concepts ofGeneric Phaseand specializedProcess Phase
refer to one of the six phases of the KDD process model
defined by CRISP-DM methodology (see Section 3). Because
KDD is highly iterative process CRISP-DM only suggests
the sequence of phases, although there is no fixed order.
Therefore theNextPhaseand PrevPahseproperties allow the
specific process order of phases to be different form the one in
the reference model.Generic Task, Generic Output, Generic
Activity and Process Task, Process Output, Process Activity
refer to concepts of Task, Output and Activity defined by the
CRISP-DM, respectively on the generic and specialized level.
Process Activitymay be carried out by one of the operators
defined in the Data Mining Ontology or by the user.

Fig. 7. A high-level fragment of the CRISP-DM Ontology.

Mapping the generic KDD process model to the specialized
one is carried out in a specificContext. The Application
Domainrefers to the business area in which the process takes
place (e.g. churn prediction in telecommunication or marketing
campaign response modeling). TheData Mining problem type
defines the objectives of the knowledge discovery. According
to the CRISP-DM it may be:Description and Summarization,
Segmentation, Concept Description, Classification, Prediction
and Dependency Analysis. It is in a way similar to theTask
concept introduced in the Data Mining Ontology. However
it approaches the problem from the business site as the
Taskconcept is more technique-specific. TheTechnical Aspect
concept refers to technical issues (i.e. missing values, outliers)
that are strongly related to OLA’s operators.

VII. I MPLEMENTATION

The process of OLA development was designed with an in-
cremental integration approach. Implementation involvesthree
phases, each improving the platform in two dimensions: by
providing new functionality (i.e. adding new modules) and by
advancing current functionality (i.e. integrating new domain
ontologies).

• The first phase provides basic frameworks for the most
important components and the data model. It delivers
partial functionality ofAdvisorsandEnginemodules and
covers: the web application and user interface frame-
work, domain ontology to data source mapping mod-
ule, Intelligent Composerframework, data model (Data
Mining Ontology, CRISP-DM Ontology and an exam-
ple business domain ontology),Process & Data View
Generator framework, Process Composerand Process
Compiler frameworks. Severaloperatorsrelevant to the
classification problems are going to be implemented in
order to verify OLA against such a task after the first
phase.

• The second phase further develops OLA functionality by
creatingBusiness Advisor, Case Reasoner, KDD Process
Advisorframeworks andCorporate Data Model Ontology
with several associated business ontologies,Case Base
and rules constituting theKDD Domain Knowledge. New
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operators will be developed. After the second phase
OLA will be verified against real-world practical prob-
lems from various domains. By exploiting a previous
research [20] we will use OLA in the field of marketing
information systems in the telecommunication industry
(i.e. campaign planning, churn prediction).

• The third development phase consists of an evaluation
of verification results from the second phase in order to
identify and improve OLA key vulnerabilities. Further
research on valid KDD process creation and ranking,
case representation and domain knowledge exploitation
in KDDSEs will be carried out. OLA will be verified
against user experience.

For a technology platform we chose the JAVA programming
language and pre-existing libraries. For operators implemen-
tation we chose WEKA8. For handling ontologies the Jena9

framework. For reasoning purposes we use Jena’s internal rule-
based engine and Java Expert System Shell—JESS10 frame-
work. The application is based on a client-server architecture
and uses Internet browser as a client. STRUTS11 framework
was chosen for handling the web application issues.

VIII. C HURN ANALYSIS USE-CASE

In order to verify our platform against a real-world Data
Mining scenario we have chosen churn analysis in telecom-
munication industry use-case. Telecommunication was among
the first to implement BI, especially in the field ofCustomer
Relationship Management(CRM), nevertheless it exploits
advanced data analysis in many other applications [21]. Churn
is a process of customers changing their product or service
supplier. In recent years churn rate reduction has become
one of the key issues in highly competitive markets where
customers can easily change suppliers. The most affected by
the problem are industries with lots of customers and many
suppliers with similar offerings and low margins like insurance
or telecommunication. As acquiring a new customer is much
more expensive than retaining the current one, being able
to understand clients behaviour, predict which are potential
churners and react on time, provides tangible benefits [22].

For OLA churn analysis is a valuable use-case as it is
not only concerned with building the best possible clas-
sifier but also with understanding the phenomenon itself.
Hence semantics and context become extremely important and
they are a key aspect of OLA architecture.We are going to
use several datasets which are publically available, like the
Churn Response Modeling Tournament (2003)12 data or the
Churn Dataset from the UCI Repository of Machine Learning

8a Java open-source collection of specialized tools for DataMining,
http://www.cs.waikato.ac.nz/ ml/weka/

9a Java open-source programmatic environment for RDF(S), OWL and
SPARQL, http://jena.sourceforge.net/

10a Java rule engine (i.e. supporting SWRL rules) and scripting environ-
ment, http://www.jessrules.com/jess/index.shtml

11a Java open-source extensible framework for creating web applications,
http://struts.apache.org/

12http://www.fuqua.duke.edu/centers/ccrm/datasets/download.html

Databases13. We also plan to use data acquired from mobile
telecommunication operators. In order to carry out an effective
churn analysis, data from multiple Business Support Systems
(BSS) need to be collected, integrated and transformed into
ready for modeling form. The most important for churn anal-
ysis are CRM and billing systems which store key traffic and
contact data about customers or the data warehouse containing
the already integrated data. OLA allows business analysts
to search for all the relevant data collections by inputing
keywords, e.g. ’customer’, ’service termination’, ’complaint’,
’usage’. OLA then searches its business ontologies and returns
a list of relevant resources. Business analysts may browse
the resources while being presented with all the adequate
information from business ontologies. E.g., while browsing
the customer data user is presented with such information
as customer status (e.g. ’Golden Client’), status description
(e.g. ’Key strategic customer group’), business rules (’Clients
with an average monthly usage over 300 USD in the last 12
months with no arrears receive a Golden Client status’) and
other related information, i.e. strategic initiatives (’We keep the
most profitable groups of our customers satisfied, especially
Golden Clients’). According to CRISP-DM model it is support
for BusinessandData understandingphases.

After selecting data for analysis users define a way in
which the data should be integrated and transformed (Data
preparation phase in CRISP-DM). In churn analysis it is
information about each customer, e.g. age, marital status,lo-
cation and other information about active tariff plans, average
daily and monthly usage per each usage type (i.e. data, SMS,
minutes), number of customer service calls, number of arrears,
information whether the customer churned and many other
important attributes. Business analyst may also choose strategy
for missing values and outliers handling. In the first release
of OLA platform the integration and data cleansing phase is
done manually as is not the main concern of our research and
has already been well covered by MiningMart project[14].

Having the data integrated into the one relation model
the business analyst proceeds with Exploratory Data Analysis
(EDA), which gives him further insight into the data. OLA
provides number of analytical tools, e.g. line, bar and pie
charts, scatter plots, histograms and many other. During the
analysis user may exclude attributes that he considers irrele-
vant, e.g. strongly correlated ones. Each user action is stored
in OLA process model. Each time business analysts discover
something important he enriches the given business ontology
with the gained knowledge. E.g. after analysing the correlation
between the number of complaints and churn, business analyst
may create the following rule: ’Customers that sent over three
complaints during last two months are 78% likely to churn’.
That kind of knowledge may prove to be useful to the technical
expert optimizing the Data Mining model. During this stage
business analysts may also add derived attributes that he orshe
believes are valuable and annotate them with relevant concepts
form CDM Ontology. As each business analyst action is docu-

13acquired from http://www.dataminingconsultant.com/DKD.htm



154 PROCEEDINGS OF THE IMCSIT. VOLUME 4, 2009

mented in OLA process model, the technical expert will gain a
valuable background on business problem domain knowledge.
During analysis user is also presented with similar cases from
past cases stored in Case Repository. E.g. when user analyses
correlation between given two attributes and such correlation
had been previously done in cross-selling analysis user will get
the information about its results and conclusions which may
prove important for him. OLA also automatically performs
analysis (i.e. attribute correlation) in order to give intelligent
suggestions to the user (i.e. ’The TotalUsageUSD and Tax
attributes are correlated. It is suggested to remove one of
them from the dataset’). This stage is the iteration between
Data understandingand Data preparationphase of CRISP-
DM model as the dataset is being developed by gaining new
insight into the data.

After preparing the dataset OLA allows user to define the
kind of problem that is to be solved. In churn scenario it is
two class classification problem with misclassification cost.
At this stage OLA searches the Case Base for analogues
analysis that have been done before and may provide user
with similar cases, e.g. new offer mailing campaign response
modeling. Business user may browse previous cases and look
for useful guidelines, e.g. new valuable derived attribute,
that wasn’t included in the dataset. When the dataset is
ready and problem type defined OLA runs the Intelligent
Composer in order to generate valid Data Mining process.
The dataset is sub-sampled and processes are run to test their
performance. The set of best processes (in terms of lowest
expected misclassification cost)and their results is presented
to the business analyst. He or she analyzes and annotates the
results. Then the process is passed to the technical expert.He
or she browses the business analyst actions (process model)
and analyses the created Data Mining processes. OLA provides
him with intelligent advice, i.e. suggests that the datasethas
92:8 churned to not churnedcustomers proportion and the
third best process uses a classification algorithm that may tend
to suppress noises so the weighted sub-sampling of the dataset
may be required. After optimization processes are presented to
the business analyst in order to verify their results. The process
iterates until business analyst is satisfied with the results.

IX. CONCLUSIONS

Our research aims at delivering an ontology-based KDDSE
that will take advantage of the current state-of-the-art inthe
field and develop new insights and concepts. OLA’s main
added value, apart from integrating different approaches to
support KDD process, is the identification of the essential role
of business and technology experts collaboration and providing
means for their effective work.

OLA platform is an ongoing project. Based on the critical
analysis of the recent field research we defined OLA motiva-
tion, proposed the knowledge model and showed how it can
leverage the process of KDD. We designed OLA’s conceptual
architecture and proposed the technology platform. We are
currently working on more detailed issues like choosing a sub-
set of dataset characteristics affecting the choice of modeling

technique or the proper case representation for CBR reasoning.
We recognize a potential OLA vulnerability, which is also

a crucial factor of its architecture. We use data and knowledge
in form of ontologies, which requires a lot of modeling effort.
Thus we are working on an automatic knowledge acquisition
module. We believe that OLA may bring novel insight into
the domain of KDDSE and entail more research on domain
and technology experts collaboration.
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