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Abstract—Sensitivities of functions given in the form of com-
puter models are crucial in various areas of computational
science and engineering. We consider computer models written
in CapeML, a domain-specific XML-based language used in
process engineering. Rather than computing all nonzero entries
of a sparse Jacobian matrix, we are interested in obtaining
only a subset of these entries. For the solution of this problem
called partial Jacobian computation, we transform a CapeML
model of an industrial distillation column using the automatic
differentiation system ADiCape.

I. I NTRODUCTION

A CCURATE derivative information is an essential ingre-
dient to a large variety of algorithms for the solution of

dynamic optimization problems. In contrast to approximations
of derivatives by divided differencing, we rely on truncation
error-free derivatives by means of automatic differentiation. Ja-
cobian matrix consists of the first order derivative information
of a vector-valued function with respect to some parameters
of a mathematical problem. This sensitivity information can
not only be used in optimization, it can also help to validate
the implemented model. Large sensitivities in the simulation
output indicate that small perturbations of model parameters
might lead to uncontrollable behavior of the model. When
evaluating derivatives of the state variables with respectto
the parameters, the exploitation of sparsity of the Jacobian
matrix reduces the computational effort. This is crucial for
complicated problems arising from real-world applications.
Here, we are interested in computing a (proper) subset of the
nonzero elements of a sparse Jacobian matrix stemming from
a model of an industrial distillation column. The model is for-
mulated in CapeML [16], an XML-based intermediate format
for describing models in process engineering. This CapeML
model is transformed into another CapeML model using a
prototype automatic differentiation tool called ADiCape [1].
The new model is capable of evaluating derivatives of the
original model. To reduce the computational effort, we exploit
the fact that we are interested in computing only a subset
of the nonzero elements rather than all nonzero elements.
This problem is calledpartial Jacobian computationand can
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be formulated as coloring the vertices of a suitably-defined
bipartite graph [9].

This note is structured as follows. In Sec. II, we give a mo-
tivating example for partial Jacobian computation from a pro-
cess engineering point of view. In Sec. III, we shortly introduce
the technology of automatic differentiation. Section IV briefly
presents ADiCape, a software tool implementing automatic
differentiation for the CapeML language. The exploitationof
sparsity in derivative computations is presented in Sec. V.
Experimental results for the partial Jacobian computationof
an industrial distillation column are reported in Sec. VI.

II. M OTIVATION FOR PARTIAL JACOBIAN COMPUTATION

Computational models in process engineering are often
built up from a number of smaller components called sub-
models which are connected together to create a more com-
plex structured model. The final compound model is often a
subject for further investigations and optimization schemes.
An example is the determination of the optimal values for
model parameters to match the result of a simulation with
the actual behavior of a real-world system. One can imagine
that, in a particular application, only a subset of the whole
system, e.g., one of its sub-models, needs to be investigated
in more detail. However, to preserve the actual behavior of the
whole system, the component of interest may not be regarded
separately from the rest of the model description. For such
a task, only the dependence of a subset of model output
variables on a subset of the input values is of interest. Thatis,
it is sufficient to compute certain parts of the Jacobian matrix
rather than all its entries. To give an illustrating example,
we consider a computational model arising from a large-scale
industrial process engineering problem. The model represents
a hierarchically built distillation column used for separating
fluid mixtures of two pure liquids with different boiling
points. The model of the distillation column is schematically
depicted in Fig. 1. The distillation column consists of a
number of column trays connected with a so-called swamp
and a condenser. The mixture is heated so that one fluid boils
and is transformed into vapor. The vapor is collected at the
condenser and the other fluid, which is liquid, remains in the
swamp. A distillation column with a number of trays increases
the efficiency of the distillation process. Each component of
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Fig. 1. Schematic diagram of a distillation column.

the installation (tray, swamp, and condenser) is described
with a set of differential-algebraic equations and, together
with its variables and parameters, forms a description of a
separate sub-model. These elements are aggregated using some
connection equations to build a more complex model.

Here, we are interested in investigating three different
components separately: the connection component, the swamp
(case 2) and the condenser (case 3). Two of these three
cases are indicated by gray shading in the figure and all
three will be referred to in Sec. VI. Conceptually, we ask
for the influence of selected model parameters on the physical
quantities representing the connection component, the swamp
or the condenser. That is, in the partial Jacobian computation,
we focus on a well-defined subset of the nonzero entries
of the Jacobian matrix associated with the whole system.
In particular, we ignore all remaining nonzero entries of the
Jacobian.

III. A UTOMATIC DIFFERENTIATION

Automatic differentiation (AD) [10], [15] comprises a set
of techniques for the transformation of a given computer
program into a new augmented program for the computation
of derivative information. These transformations are based on
the standard rules for differentiating elementary mathematical
operations. The accumulation of these elementary derivatives
by the chain rule of differential calculus yields the final
derivatives. This mechanical process can be automated, and
several AD tools are available for transforming a given code
to the new differentiated code; see the community portal
www.autodiff.org for a list of AD tools. In contrast to divided
differencing which inherently involves the truncation error and
strongly depends on the choice of a step size, AD is capa-
ble of computing accurate, truncation error-free derivatives.
The two main generic approaches to implement automatic
differentiation are based on operator overloading or source
transformation. Operator overloading can be applied when the
given code is written in a language which supports overloading
of operators such as C++. The source transformation approach
requires the development of an AD tool which parses the

whole source code of the program and generates an augmented
code. After the parsing phase, the program transformations
implementing the differentiation rules are carried out. Atthis
point, there is room to analyze the code for optimization
purposes which may give a performance advantage over the
operator overloading techniques, where the scope of the AD
transformations does not extend beyond a single operator.

First-order AD of a program implementing some function
F : R

n → R
m yields a new program which quantifies how the

m scalar output values depend on then scalar input values.
AD derivatives can be calculated using different strategies.
The two most prominent strategies are the so-calledforward
and reverse mode. In the forward mode, the derivatives are
computed along with the control flow of the original program.
In the reverse mode, certain information is collected during
the execution of the original program following its control
flow; the derivatives are calculated afterward by executing
the control flow in reverse order making use of the stored
information. The reverse mode is beyond the scope of the
discussions of this note.

The derivatives in the forward mode of AD are calculated
in the form ofJ ·S ∈ R

m×q, whereJ ∈ R
m×n is the Jacobian

matrix of F andS ∈ R
n×q is a user-chosen parameter known

as theseed matrix. For instance, choosingq = n and setting
the seed matrixS to the n × n identity matrix In yields
the Jacobian matrixJ explicitly. The computational effort to
computeJ in this way is aboutn times larger than computing
F . In general, however, this factor is roughly equal toq, the
number of columns of the seed matrix. So, an appropriate
initialization of S with a matrix containingq directions in
which the derivatives are sought enables the computation of
directional derivatives,J · S, without having to assemble the
Jacobian matrixJ with n columns explicitly. The techniques
to exploit sparsity sketched in Sec. V aim at finding a seed
matrix with a moderate number of columns,q ≪ n, and thus
reduce the computational effort by a factor ofn/q, compared
to a black-box approach usingIn as the seed matrix.

IV. AD ICAPE: DIFFERENTIATING CAPEML MODELS

ADiCape [1] is an AD tool designed for the XML-
based domain-specific language CapeML used in process
engineering. The term “domain-specific” describes special
purpose programming languages dedicated to a particular
problem domain. ADiCape is being developed in our group
and employs the source transformation approach of AD to
produce an augmented version of the model description.
The current implementation of ADiCape transforms CapeML
code to calculate first- and second-order derivatives using
the forward mode of AD. ADiCape is designed to be a
part of an existing framework for dynamic optimization in
process engineering. This DyOS framework [3] is developed
at Aachener Verfahrenstechnik–Process System Engineering
at RWTH Aachen University. The optimization algorithm in
DyOS requires not only the explicitly assembled Jacobian
matrix but also directional derivatives. Both requirements are
met by the concept of a seed matrix available in ADiCape.
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Fig. 2. Integration of ADiCape into DyOS.

In Fig. 2, the overall structure of the DyOS system using
derivative information provided by ADiCape is presented. The
central idea is to separate the optimization algorithm imple-
mented in DyOS from the process model. The communication
between DyOS and the process model is performed through
an Equation Set Object (ESO) which is an abstract layer for
sets of model equations. ADiCape transforms a given process
model written in CapeML into equations for derivatives also
written in CapeML. The advantage of CapeML is that it
provides a modeling language-neutral intermediate formatin
the area of process engineering. Automatic transformations
from various modeling languages to CapeML are available,
showing that CapeML is designed as an additional layer
of abstraction where it is reasonable to implement the AD
technology.

V. EXPLOITING SPARSITY IN JACOBIAN COMPUTATIONS

Time and storage requirements of AD-generated programs
can be reduced—sometimes significantly—if the Jacobian
matrix is sparse. There is a variety of different techniques
to exploit sparsity in AD-based derivative computations. The
common concept behind these ideas is centered around color-
ing vertices of suitably-defined graphs as surveyed in [9] and
investigated in several articles [2], [4], [5], [7], [8], [11], [12],
[13]. For the sake of brevity, we discuss these methods using
the matrix terminology rather than the vocabulary of graph
coloring.

We illustrate different aspects of sparsity exploitation by
the example given in Fig. 3. Subfigure (a) shows the nonzero
pattern of a sparse5× 5 Jacobian matrix where each nonzero
entry is denoted by the symbol⊗. Recall from Sec. III that,
without exploiting sparsity, all zero and nonzero entries of
the JacobianJ are computed with the forward mode using
the identity matrixI5 as the seed matrixS. That is, the seed
matrix hasq = 5 columns.

The sparsity pattern ofJ is often known due to the problem
structure or can be computed at low cost. The CPR seeding [6]
is a compression technique to compute all nonzero entries ofJ
with fewer columns in the seed matrixS. More precisely, two
columns can be computed as a linear combination, also called
column group, if there is no row in which both columns have
a nonzero element. These two columns are calledstructurally
orthogonal. Two columns that are not structurally orthogonal

(a) (b)

Fig. 3. (a) Computation of all nonzero Jacobian entries with3 column
groups{1,2}, {3,5} and{4}; (b) Partial Jacobian computation with 2 groups
{1,2,3} and {4,5} where required nonzero elements are denoted by⊗ and
non-required ones by×.

cannot be computed as a linear combination because there
are at least two nonzero elements that would be summed
up. We can combine more than two columns in a column
group if structural orthogonality holds for each column pair.
In Fig. 3(a), the columns 1 and 2 can be computed as a
column group because there is no summing up of nonzero
elements in any row. In contrast, the columns 2 and 3 cannot be
combined because both have a nonzero element in row 3. So,
the matrixJ can be determined with three column groups, e.g.,
groups{1,2}, {3,5}, and{4}. The column groups are indicated
by gray shading in this figure. The number of column groups
corresponds to the number of columns of the seed matrix. So,
the exploitation of sparsity reduces the number of columns of
the seed matrix fromq = 5 to q = 3 in this example. The CPR
heuristic iterates over all non-visited columnsci, i ∈ 1, . . . , n,
and assignsci to the first group which contains only columns
that are structurally orthogonal toci. If column ci does not fit
to an existing column group, the algorithm introduces a new
one. The CPR algorithm for computing all nonzero entries
of a sparse Jacobian matrix was successfully integrated into
ADiCape in [14].

Suppose that we are interested in a partial Jacobian com-
putation, i.e., in a (proper) subset of the nonzero elementsof
J . We call these nonzero entriesrequired elements. We try
to exploit the categorization of nonzero entries into required
and non-required elements to obtain the required elements
with fewer column groups than needed for the computation of
all nonzero entries. Within the partial Jacobian computation,
the requirements for achieving column groups can be relaxed.
Now, we can also determine two columns as linear combina-
tion, if both elements in any row are non-required elements [9].
To illustrate this, consider the Jacobian in Fig. 3(b) with the
same sparsity pattern as in Fig. 3(a). In Fig. 3(b), there are
two non-required elements in column 2 and 3 denoted by
the symbol×. In contrast to Fig. 3(a), these two columns
can be combined because we are not interested in those two
nonzero entries in row 3 and thus we do not mind summing
them up. The columns 2 and 4 cannot be determined as one
linear combination, because then the value of the non-required
elementJ(3, 2) would be added to the value of the required
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element J(3, 4). In this example to compute the required
elements, the number of column groups can be decreased to
q = 2, e.g., by the column groups{1,2,3} and{4,5}.

VI. EXPERIMENTAL RESULTS

Recall from Sec. II that we are interested in selected entries
of the Jacobian matrix associated with the distillation column
given in Fig. 1. The sparsity structure of this206 × 237
Jacobian,J , is shown in Fig. 4. Every nonzero element ofJ
is represented by a black dot. From visual inspection of that
figure, the hierarchy of sub-models is recognized by the block
structure of the nonzero pattern.

To compute all nonzero entries ofJ without techniques to
exploit sparsity, the identity matrix withq = 237 columns
would be taken as the seed matrix. Using the CPR heuristic to
compute all nonzero entries reduces the number of columns
of the seed matrix toq = 14 as described in [14].

We are now interested in the following three partial Jaco-
bian computations where the required elements consist of all
nonzero entries in the following blocks:

• case 1:J(1 : 55, 1 : 237),
• case 2:J(56 : 78, 1 : 38),
• case 3:J(79 : 110, 39 : 81).

These blocks are emphasized in Fig. 4 using different shad-
ings. We implement a CPR-like heuristic to solve the graph
coloring problem corresponding to the partial Jacobian com-
putation. The solution of the graph coloring problem for each
of these three cases results in different seed matrices. Their
number of columns is given by:

• case 1:q = 2,
• case 2:q = 11,
• case 3:q = 10.

Compared to computing all nonzero entries by the CPR tech-
nique, the partial Jacobian computation reduces the numberof
columns of the seed matrix further in all three cases.

Fig. 4. Nonzero pattern of the Jacobian matrix where three different subsets
of required elements are denoted by case1 to case3.

VII. C ONCLUDING REMARKS

A set of techniques commonly referred to as automatic
differentiation is capable of transforming computer programs
into new programs for the computation of derivatives. ADi-
Cape is a software system implementing automatic differenti-
ation for programs written in the XML-based domain-specific
language CapeML. Structural information such as sparsity
can be exploited to reduce the computational effort when
executing the derivative programs. We demonstrate that the
computational effort is reduced further when only a subset of
the nonzero Jacobian entries rather than all nonzero entries are
of interest. This problem, called partial Jacobian computation,
is illustrated by an industrial example from the area of process
engineering. The corresponding computational model repre-
sents a distillation column, hierarchically built from several
sub-models. The partial Jacobian computation here asks for
the derivatives of the quantities representing some sub-model
with respect to selected model parameters.
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