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Abstract—The second generation of Intel® Xeon™ proces-
sors based on Core Microarchitecture and 45nm process tech-
nology bring not only a new level of performance but also sig-
nificant improvement in power characteristics. Continuous
performance improvement and power efficiency are the para-
digms for most Data Centers today and are also the challenges
that will not go away anytime soon. The increasing energy costs
have made Data Centers even more energy conscious, especial-
ly those with older facilities that lack the power and thermal
capacity to expand and keep pace with the growing needs and
requirements. This paper will describe how far the industry has
progressed and evaluates some of the challenges we are facing
with new 45 nm Intel Xeon processors and some of the solu-
tions that have been developed.

1. INTRODUCTION

DATA Centers and large HPC installations are becom-
ing increasingly more expensive to power and cool.
According to the U.S. EPA, Data Centers and servers in
them consumed about 1.5% of the U.S. total electricity con-
sumption in 2006. The average annual power costs for a
10000 square-meter Data Center is around 6 million USD.
Some large Data Centers require as much energy as a small
town, and consume SMW energy for power and cooling.
These figures continue to rise as compute needs grow, densi-
ty increases, and power and cooling demands climb. Many
Data Centers are reaching their full capacity for which they
were designed. Gartner says 50% of data centers will have a
shortage of power in the current year..

II. PERFORMANCE PER WATT CONSIDERATION

Building an energy efficient solution for High Perfor-
mance Computing requires an energy efficient central pro-
cessing unit (CPU). Pure performance is important but we
need to always consider the implications on power, when
measuring the performance of a system — more and more we
look for the best ratio of power and performance. If the pow-
er consumption is related to the dynamic capacitance, the
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square of the voltage with which the transistors and I/O
buffers are supplied and the frequency at which the
transistors and signals switch then we can express:

Power = Dynamic Capacitance x Voltage® x Frequency

Taking into account performance and power equations,
CPU designers need to balance instruction per clock (IPC)
efficiency from one side and voltage/frequency from the oth-
er to offer a compromise of performance and power efficien-
cy of the processor. Microprocessor design criteria are no
longer focused on just pure performance, but rather on deliv-
ering leadership in both raw performance and in perfor-
mance per watt. In choosing the most energy-efficient pro-
cessor, it is also important to consider the relationship be-
tween so called Thermal Design Power (TDP) and processor
frequency. For a specific processor family, the processor
with the highest frequency and cache will typically provide
the highest performance. However, it will also have the
highest TDP. The processor with the second highest fre-
quency typically provides somewhat slower performance but
has a much lower TDP. For example, decreasing the fre-
quency from 3.16 GHz to 3.0 GHz might reduce computing
performance by less than 10%, but decrease power con-
sumption by as much as 30-40% (from 120 W to 80 W). In
this situation individual tasks will run slower due to the low-
er CPU frequency but the total performance per energy will
be much higher.

III. NEw 45 NM AND HIGH-K DIELECTRIC TECHNOLOGY: THE NEW
INNOVATION FOR THE BEST PERFORMANCE PER WATT PROCESSOR
CHARACTERISTIC

Intel has achieved the biggest breakthrough in transistor
technology through the use of Hafnium Hi-K and metal
gates in its 45nm silicon process. The 45nm Hi-k silicon
technology provides improved transistor switching speeds
which, when combined with Intel microarchitecture en-
hancements, delivers higher clock speeds and greater perfor-
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mance for a given power level. This process technology also
enables lower leakage transistors which further benefits
power efficiency. The Intel 45 nm Hi-k silicon technology
provides nearly 2x more transistors than 65 nm technologies
to efficiently add new capability, performance, and features.
Intel’s 45 nm Hi-k next generation Xeon processors take ad-
vantage of these benefits to deliver up to 12 MB cache, more
than 3 GHz core speeds, greater overall performance and
leading energy efficiency. The High-k material is based on
an element called Hafnium, replacing silicon dioxide. In ad-
dition the transistor gate is made up of two types of metals,
replacing silicon. Hafnium, element #72 on the periodic ta-
ble, is a highly elastic, corrosion resistant and chemically
similar to zirconium. Intel is using Hafnium to replace sili-
con dioxide in its 45 nm transistor because it is a thicker ma-
terial and this significantly reduces electrical leakage and
has the benefit of higher capacitance which is desirable for
transistor performance. These innovations improve peak
performance for a given CPU power envelope. The new 45
nm process technology based multi-core processor systems
changed the dynamics of the market and enable new innova-
tive designs delivering high performance with an optimized
power characteristic.

IV. VaLue oF NEw 45 NM MuLri-Core XEON PROCESSORS FOR
ExerGY Erricient HPC sysTEMS

Gdansk Academic Computer Center TASK has been us-
ing Intel based clusters since 2000. The first installation was
based on Pentium® III Xeon followed by an Intel Itanium™
2 based system which was subsequently upgraded to Dual-
Core Itanium 2 (Montecito). In 2007 a new system based on
Quad-Cores Intel Xeon 5345 (Clovertown) was deployed.
In 2008 TASK has been testing new platforms based on 45
nm Quad-Core Intel Xeon 5462 (Harpertown) as well as
Quad-Core Intel Xeon 5420 energy-efficient version of
Harpertown. This work has been necessary to validate the
next potential platform of choice. Since March 30th 2009
when Intel introduced a completely new platform based on
Quad-Core Intel Xeon 5500 family (Nehalem-EP) TASK
started evaluation of the new platform as a candidate for
their next generation cluster.

In order to determine the performance and attractiveness
of a computer system, TASK uses a Linpack benchmark.
The Linpack benchmark is an industry standard for HPC
performance evaluation and generates workloads which are
very intensive and simulate the extreme scenario to those
running in typical HPC centers. Linpack was chosen as the
default benchmark, because it is also one of the most effec-
tive methods of stressing the thermal envelope to the limit.
The Linpack result divided by the amount of power provides
a measure of Linpack per watt. This result is quite important,
since it indicates how much processing power is provided
for each watt consumed by a running system.

Figure 1 shows five evaluated systems the first one is
based on 65 nm Intel Xeon 5345 the second is using the Intel
Xeon 5462 supporting 1600 FSB the third is utilizing Intel
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Fig. 1 Evaluated platforms and their performance and power.

Xeon 5420 energy efficient version and the fourth one is
based on same Intel Xeon 5420 processor but uses different
platform with DDR2 memory interfaces not FB-DIMM as it
was the case in 3 first platform. Finally the last system is
based on new Intel Xeon 5560 with DDR3 memory interface
operating at 1066MHz and from an architecture perspective
it represents a new class of system with an integrated memo-
ry controller and Intel QuickPath Interconnect.

We can see the performance of the new Intel Xeon 5560
based system is similar to the system based on Intel Xeon
5462 but from power reduction point of view this is 20%
less power consumed 313W versus 385W.

In this case performance parity is driven by the nature of
benchmark used for the testing environment as Linpack is
heavily dependent on CPU clock frequency and in both cas-
es clocks are the same 2.8GHz, so results are very similar.
Linpack is a floating-point benchmark that solves a dense
system of linear equations in parallel. The metric produced
is Giga-FLOPS or billions of floating point operations per
second. Linpack performs operations called LU Factoriza-
tion. These are highly parallel and store most of their work-
ing data set on processor cache. It makes relatively few ref-
erences to memory for the amount of computation it per-
forms so an integrated memory controller does not play such
an important role in this benchmark scenario. When we con-
sider any other benchmark or real HPC application then the
Intel Xeon 5500 family demonstrates 20-80% performance
improvement versus Intel Xeon 5400 family.

This reduction of 20 % power consumption was achieved
with typical production processor from the Intel Xeon 5500
family with a 95W thermal envelope. If we consider using
the Low Voltage version Intel Xeon L5520 or Intel Xeon
L5506 with a 60W thermal envelope then on the platform
level we can save 70W, reducing platform consumption to
243W.

Energy-efficient 60-watt Quad-Core Intel Xeon 5520 pro-
cessor delivers a 40% decrease in power from those current-
ly used in the TASK “GALERA” system (Intel® Xeon
5345). This energy efficient version of the Intel Xeon pro-
cessor requires just 15 watts of power for each core. It
provides similar performance on Linpack to the 65 nm
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Quad-Core Intel Xeon 5345 processors but sets a new stan-
dard in energy efficiency.

In the best scenario the reduction in power is not only re-
lated to the new generation of the CPU but it benefits also
from the new platform architecture and of the new Intel
5520 chipset. The platform brings new power capabilities as
part of Intel Intelligent Power Technology. One feature of
which is Intel Node Manager Technology, which enables
users to set power levels and make sure their server systems
do not exceed these thresholds. This technology is an Intel
provided firmware stack running on a microcontroller that is
embedded into the Intel 5520 chipset, which links the BMC,
power supply and CPU sensors to support this dynamic plat-
form power control. As we can see on Figure 2 the new plat-
form based on Quad-Core Intel Xeon 5500 also reduces the
idle power by 50% vs. Intel Quad-Core Xeon 5400 platform
family. These are examples of capabilities that allow the In-
tel Xeon 5500 platforms to adapt and be the most versatile
platform to support a range of workloads, environments and
operating scenarios. The Peak Power reduction helps when
systems are fully utilized but Idle Power reduction improv-
ing the overall consumption of power in the Data Center
when the systems are not utilized and are in waiting mode.

400

B Peak Power load (W) Idle Power (W)
300 -
200 -
100 -
0 - \

Intel Xeon 5462 based system  Intel Xeon 5560 based system

Fig. 2 Peak Power and Idle Power reduction.

The platform and processor related improvements the In-
tel Xeon 5500 family brings has helped to bring a significant
reduction in power by providing:

* 5x the number of operating states (15 p-states with
Xeon 5500 vs. 3 p-states with Xeon 5300)

* 5x lower CPU idle power (10W with Xeon 5500, 50W
with Xeon 5300)

* 5x faster transition between power states (<2 micro-
seconds with Xeon 5500, 10 micro-seconds with Xeon
5300).

The Intel Xeon 5500 processor has a new memory subsys-
tem which includes an integrated memory controller sup-
porting up to 18 DIMMs of DDR3 memory which provides
3x the bandwidth (64GB/sec, compared to 21GB/sec) from
the previous generation Intel Xeon 5400. With support from
the new Intel Xeon 5520 chipset, and Intel QuickPath Inter-
connect, offering up to 25.6 GB/sec bandwidth per link an
improvement of 2.4x the bandwidth (51.2 GB/sec QPI bi-di-
rectional, compared to 21GB/sec FSB bi-directional) over
the previous generation Intel Xeon platform.

Also performance enhancing technologies implemented
in Intel Xeon 5500 such as:

¢ Intel Turbo Boost Technology — Increase performance
by increasing processor frequency and enabling faster
speeds when conditions allow

* Intel Hyper-Threading Technology — Increase perfor-
mance for threaded applications by running two data threads
in each processor core, delivering greater throughput and re-
sponsiveness.

Complemented by power technologies such as:

* Integrated power gates — allows power control of each
CPU core, enabling idle cores to go to near zero power inde-
pendently and can be controlled automatically or manually -
Figure 3

* Automated low power states — More and lower CPU
power states, reduced latency during transitions between
power states, and new power management capabilities on
memory and I/O

Allowing Quad-Core Intel Xeon 5500 family based plat-
forms to deliver great balance between performance and
power consumption.
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Fig. 3 Integrated power gates

The new platform is also ready to scale with the processor
generations. Today the platform is ready for Intel Xeon
5500 but will also support the next generation 32nm based
processors.

V. Driving ENERGY EFFICIENCY AT THE PLATFORM AND DATA
CENTER LEVEL

The move to multi-core processors enables ongoing im-
provements in overall performance, without a subsequent in-
crease in processor power consumption. For TASK, adding
additional processing power also means adding additional
memory (RAM), as most of TASK’s applications have a re-
quirement of 2 GB of memory per processing core. The
memory has become a significant factor in power calcula-
tions. Depending on the technology, memory modules con-
sume between 5 - 10 watts per GB. This gives 80 - 120
watts for memory subsystem alone. The system tested by
TASK, based on the Intel 5100 and Intel 5520 chipsets used
DDR2 and DDR3 memory modules and this contributed to
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further power savings in the region of 40-50 watts per
system.

TASK’s delivered system performance has increased by
570 times since 2000 from 67 GFLOPS to 38 TFLOPS. At
the same time power increased more than 10 times from 20
KW to 216 KW. Figure 4 shows the ratio of performance
per watt for all generations of systems in TASK Academic
Computer Center.

LINPACK watt
176.71
30
Intel PentiumlIll  Intel Itaniun2 (1.3 Intd Itanium2 Intel Xeon 5345
Xeon (700 MH2) GHz) DualCore (1.4 GHz) (2.33Gh2)

Fig . 4 Performance per watt for all TASK’s generation of sys-
tems

Building energy efficient data centers is a more complex
problem then simply choosing the best energy efficient CPU
microarchitecture and platform. Nevertheless these two ele-
ments are critical. The industry is looking for other comple-
mentary technologies and techniques e.g. power manage-
ment to build more sophisticated and more energy efficient
solution. Power management controls the platform power
based on actual workload and minimizing the power con-
sumption not associated with computing. Others techniques
are looking for ways to minimize wasted power during con-
version and transmission, modeling airflow to identify and
address key airflow problems, using barriers and custom
cabinets to control the airflow.

The new introduced Intel Data Center Manager, which is
a software application that can be use to extend platform
power control to the rack level. This will enable software
management tools to aggregate data, reports trends and man-
age power at the rack or datacenter level. This is one exam-
ple of many types of software that will take advantage of In-
tel Node Manager Technology. Intel Data Center Manager
(DCM) build on Intel Node Manger and customers existing
management consoles to aggregate node data across the en-
tire rack or Data Center to track metrics, historical data and
provide alerts to IT operators. This allows Data Center man-
agers to establish group level power policies to limit con-
sumption while dynamically adapting to changing server
loads. The wealth of data and control that DCM provides al-
lows Data Centers to increase rack density, manage power
peaks, and right size the power and cooling infrastructure.

TASK moved to the new Data Center in the beginning of
2008, before this move they were studying air cooling issues
and developing design methodologies based on 15 years op-
erational experience. TASK progressively developed an ap-
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proach, incorporating new techniques and then implement-
ing it into their Data Center.

TASK study’s includes
considerations:

* TASK modeled airflow to identify and address key air-
flow problems.

» They were considering using barriers and custom cabi-
nets to control airflow and increase the air conditioning air-
flow efficiency.

* TASK analyzed combined multiple techniques to
achieve high densities servers (twin boards as well as
blades)

TASK’s results showed that it is possible to use effective
air cooling techniques to achieve much greater power densi-
ties than they previously considered. They suppose that
these results will further stimulate the discussion to use air
or water cooling by other Data Centers.

During the Data Center design process, TASK engineers
repeatedly faced the same questions:

* What is the maximum air cooling capacity that we
should build into the Data Center based on the anticipated
future density and heat characteristics of blade and other
servers?

* What are the limits of air cooling and when should we
start planning to use an alternative cooling method?

e Can our Data Centers accommodate the servers that
will be produced during the next five to seven years?

TASK validated many of the different solutions and plat-
form types, blade servers are the most promising from a
thermal and performance point of view. Today’s blade sys-
tem solutions can generate a heat load of 14 KW to 25 KW
per cabinet. Many existing and planned Data Centers are
not ready to support this density but TASK Data Center has
been designed to sustain it. TASK’s experience shows that
the most appropriate layout is repeating rows of racks side-
by-side with alternating cold aisles and hot aisles. The cold
aisle supplies cool air to the servers, with each rack dis-
charging into a hot aisle shared with the next row of servers.
Raised floors provide cool supply air to the cold aisles with
overhead returns to the air conditioning system for the warm
return air. In this hot configuration, changeable numbers of
servers can fit into each rack based on many factors; cooling
capability, power availability, network availability, and floor
loading capability. There is a lot of debate that 14 KW racks
will need supplemental cooling or liquid cooling to be able
to handle these types of loads. This is not the case in TASK
study. High density can be cooled successfully with standard
hot-aisle / cold-aisle design. The TASK HPC Data Center is
easily carrying the high-density racks with no recirculation
problems. On-going internal analysis made by TASK shows
also that supporting 30 KW racks is realistic with air cool-
ing.

several innovations and

VI. CoNcLusioN

Multi-core processors become the standard for delivering
greater performance, improved performance per watt, and
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add new capabilities for server platforms. TASK has benefit-
ed from the move to multi-core processors with a more effi-
cient microarchitecture. Intel Quad-Core processors based
on the Intel Core microarchitecture deliver about five times
more compute power per watt than previous generations.
This is enabling TASK to provide fifteen times more com-
pute power than they have previously been able to offer on
their earlier generation systems. As the number of cores per
die is expected to rise, multi-core technology seems to be a
promising way to further reduce power consumption and in-
crease the performance per watt ratio. Finally new platforms
can be instilled in high density Data Centers with air cool-
ing.
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