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Abstract — When a query jointly addresses very large and
very small collections it may happen that an iteration caused
by a query operator is driven by a large collection and in each
cycle it evaluates a subquery that depends on an element of a
small collection. For each such element the result returned by
the subquery is the same. In effect, such a subquery is unnec-
essarily evaluated many times. The optimization rewrites such
a query to reverse the situation: the loop is to be performed on
a small collection and inside each its cycle a subquery address-
ing a large collection is evaluated. We illustrate the method on
comprehensive examples and then present the general rewrit-
ing rule. The research follows the Stack-Based Approach to
query languages having roots in the semantics of program-
ming languages. The optimization method consists in analyz-
ing of scoping and binding rules for names occurring in
queries.

1. INTRODUCTION

I N TWO big European projects, eGov Bus [7] and VIDE
[25], we have implemented object-oriented programming
languages integrated with database queries. Both imple-
mented query languages, SBQL and OCL, are supported by
an advanced query optimizer. In this paper we shortly
present these projects and describe some of query optimiza-
tion methods that we have implemented. We propose a new
powerful method that is not presented yet in any source.
The method is applicable in situations when a query jointly
addresses very large and very small collections. It is gener-
alization of previously introduced methods ([6], [18], [19]
and [23]).

In the eGov Bus project we have implemented the system
ODRA (Object Database for Rapid Application Develop-
ment) ([1], [12] and [17]) with a lot of features aiming at
business-oriented application programming. In particular,
we have implemented SBQL (Stack-Based Query Lan-
guage) ([2], [17], [23] and [24]) that evolved from a pure
database query language to the fully-fledged object-oriented
programming language with a lot of advanced features,
such as a UML-like object model, processing semi-struc-
tured data, collections constrained by cardinalities, semi-
strong static type checking ([8] and [21]), updateable virtual
views, transitive closures, fixed-point equations, seamless
integration of heterogeneous resources (XML, relational
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databases, Web Services), and others [17]. OMG considers
SBQL as a departure point for the new 4" generation object
database standard for software industry [16]'

The VIDE project aimed at implementation of the OMG
MDA (Model Driven Architecture) [13] paradigm through
both visual and textual programming capabilities. VIDE in-
troduces several original ideas in comparison to other im-
plementations of MDA. The most important novelty is the
support for programming on the PIM (Platform Indepen-
dent Model) level. Hence we have implemented a PIM-level
programming language that can be used to write, test, de-
bug and execute business-oriented applications. After devel-
oping an application on the PIM level the system can gener-
ate a code for the PSM (Platform Specific Model) level. We
have provided model compilers for two PSM-s: J2EE and
ODRA.

The PIM-level programming language is based on
UML 2.1 (aka Executable UML) [15] and OCL 2.0 [14].
Originally OCL (Object Constraint Language) has been de-
voted to specification of constraints (preconditions and post-
conditions), hence it was not the intention of its developers
to make from it a database query language. Our implemen-
tation is the first attempt to use OCL also in this role. OCL
expressions can be used within imperative statements, for
instance, they can determine both left and right sides of as-
signments. As a query language, OCL must be supported by
a powerful query optimizer, otherwise it would be rejected
by the users for low performance.

This is the reason that we treat query optimization very
seriously, both for OCL and for SBQL. Although OCL and
SBQL seem to be very different languages (OCL has roots
in the formal logic, while SBQL is an extension of the clas-
sical line of programming languages) it has appeared that
they have a common semantic core. Currently OCL is im-
plemented in such a way that OCL queries generate SBQL
abstract syntax trees (ASTs). They are then processed by a
strong type checker, a query optimizer and a code genera-
tor. In effect, all optimization methods that we have devel-
oped for SBQL are valid for OCL. In this paper for explana-
tion of the optimization methods we use SBQL rather than

! Since 2006 Polish-Japanese Institute of Information Technology is a member
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OCL. Although OCL, as an industry standard, is much
more popular, its syntax is rather odd in comparison to
SBQL, hence understanding of the methods would be
worse. Moreover, OCL is much less powerful than SBQL
thus some optimization methods could be impossible to ex-
press.

In 1990-ties query optimization for object-oriented data-
bases was the topic of many research papers, see for exam-
ple [4] and [5] * Tt appears, however, that object-oriented
DBMS did not enjoy a success as it was expected, hence for
last ten years the topic has been actually forgotten. Current-
ly we observe the renaissance of software community inter-
ests to object-oriented databases. Our two prototypes of
OODBMS, ODRA and a part of the VIDE project, are ex-
amples of many similar projects and products. Among them
we can mention db4o system and the LINQ project by Mi-
crosoft. There are also database projects focusing on storing
parsed XML and XQuery as a query language, which can be
considered simplified object-oriented databases. We hope
that our research into query optimization could be applied
to such systems too.

Although query optimization is supported by some theo-
ries (e.g. relational algebra, monoid calculus, etc.), in gen-
eral this support concerns only few methods, for instance,
pushing selection before the join and performing projection
as early as possible. Query optimization is an engineering
art that seeks for any possible invention aiming at reducing
query evaluation time. There is a lot of specific cases in a
database environment and in a query language that can be
the subject of methods aiming at radical improvement of the
query evaluation time. The major group of methods con-
cerns redundant access support data structures known as in-
dices. This method of query optimization for ODRA is pre-
sented in [17]. Other methods concern caching query results
in order to reuse them. There are also methods of physical
data organization that are especially prepared to support
processing of queries.

In this paper we focus on the important group of methods
based on query rewriting. Optimization of queries involving
large and small collections belongs to this group. Rewriting
means transforming a query ¢, into a semantically equiva-
lent query g, promising much better performance. It con-
sists in detecting parts of a query matching some pattern.
When it is recognized, a query is rewritten according to the
predefined rewriting rule. Such optimization is a compile-
time action entirely performed before a query is executed,
hence the query optimization process itself does not burden
the performance. Rewriting requires performing a special
phase called static analysis that is a function of a strong
type checker. For very large database optimization by
rewriting can significantly reduce the query evaluation
time, sometimes several orders of magnitude.

Analyzing query processing in the Stack-Based Approach
(SBA) [2] and [22]-[24] it can be observed that some sub-
queries are evaluated many times in loops implied by non-
algebraic operators despite that in subsequent loop cycles
their results are the same. Such subqueries can be processed
only once and their result can be reused in next loop cycles.
This observation is a basis for an important rewriting opti-

2 Among more than 100 papers we cite only exemplary ones.

PROCEEDINGS OF THE IMCSIT. VOLUME 4, 2009

mization method called factoring out independent sub-
queries [18]-[20] and [23]. It is also known from relational
system and SQL in a less general variant (pushing a selec-
tion before a join, [9] and [10]). For SBA this method is
generalized for any kind of a non-algebraic query operator
and for any object-oriented database model. The method is
successfully implemented in different systems. The last im-
plementation concerns ODRA and VIDE.

In [6] we present a generalization of the factoring out in-
dependent subqueries method to cases when a subquery is
dependent from its nearest non-algebraic operator, but the
dependency is specifically constrained. The dependency
concerns a name occurring in a subquery that is typed by an
enumeration type or by a (rather small) dictionary. Such
subqueries we call weakly dependent. The optimization
method based on detecting weakly dependent subqueries is
very useful, but it assumes that values of an enumerated
type (or values of a dictionary) are available during compi-
lation time. The rewriting rule of this method is based on a
proper conditional statement using all enumerators (or all
dictionary values).

In general, however, the dependency simply concerns an
expression that is bound to suitable run-time entities return-
ing a small collection of objects. The optimization gain is
especially visible when a query involves very large and very
small collections. For instance, assume that there is 1000
employees, 10 departments and consider the following
query (For each employee get a reference to the employee
object together with the average salary in his/her depart-
ment).

Emp join avg(worksIn.Dept.employs.Emp.sal) @)
In this case the subquery
avg ( worksIn.Dept.employs.Emp.sal ) 2)

is not independent from the join operator because it con-
tains the name worksin that is bound in the 2™ section of
the environment stack, which is just opened by the join op-
erator to organize a loop through Emp objects. The weakly
dependent subquery method cannot be applied too, because
the expression Dept.employs.Emp.sal is not typed by an
enumeration. However, it makes little sense to evaluate the
subquery (2) 1000 times, because it is enough to evaluate it
only 10 times (there are only 10 average salaries for depart-
ments). How such a case can be formalized and how a gen-
eral rewriting rule for it should look like?

A subquery like (2) can also be considered weakly depen-
dent because it depends on a small collection only. Howev-
er, an essential difference in comparison to the previous
cases is that we cannot assume that this collection is avail-
able during the compile time and it will not be changed af-
ter compilation. This makes the method described in [6] ir-
relevant for the above case. Nevertheless we show that there
is an efficient rewriting rule that makes it possible to avoid
unnecessary evaluations of subqueries like (2). However
new circumstances must be taken into account. Firstly, the
rewriting rule should not explicitly involve values of a small
collection. Secondly, the rule must determine what does it
mean “large” and “small” collections. This requires intro-
ducing an efficient query evaluation cost model which will
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be able to estimate that after rewriting the anticipated time
of a query evaluation will be significantly smaller. The
model is to be based on heuristics determining sizes of col-
lections that justify application of the method.

The rest of the paper is organized as follows. In section 2
we briefly present SBA and SBQL. Section 3 gives a short
overview of the independent and weakly dependent sub-
queries method. Section 4 describes the general idea of the
method of queries involving large and small collections.
Section 5 presents the corresponding algorithm that we
have developed for ODRA. Section 6 concludes.

II. OvERVIEW OF THE STACK-BASED APPROACH

SBA and SBQL are the result of investigation into a uni-
form conceptual platform for integrated query and program-
ming language for object-oriented databases. SBA treats a
query language as a special kind of a programming lan-
guage. The approach follows the naming-scoping-binding
paradigm, what means that each name in a query is bound
to a proper run-time entity (e.g. object, variable, attribute,
procedure, view etc.) depending on the scope for the name.
One of the most important concepts of SBA is an environ-
ment stack (abbreviated ENVS) known also as a call stack .
In (practically all) programming languages it is responsible
for binding names, scope control, parameter passing and
procedure/method calls (keeping local environments for
them and ensuring return paths). The stack has usually two
versions with different roles: static (compile time) and dy-
namic (run time). In SBA ENVS is also responsible for pro-
cessing non-algebraic query operators.

SBA assumes the orthogonal persistence principle [3]
which claims no differences in defining queries addressing
persistent and transient data. The total internal identifica-
tion principle is also respected: each run-time entity that
can be separately bound, inserted, updated, deleted, etc.
must possess a unique internal identifier. Objects on any hi-
erarchy level have the same formal properties and are treat-
ed uniformly; this is known as the object relativity principle
. The principle much simplifies semantic considerations, in
particular, developing query optimization methods.

To present SBQL examples we assume the class diagram
(schema) presented in Fig.1. It defines five classes: Person ,
Emp , Student , Course and Dept . Person is the superclass
of the classes Emp and Student . The classes Student ,
Course , Emp and Dept model courses attended by students
and supervised by employees working in departments.
Names of classes (attributes, links, etc.) are followed by car-
dinality numbers, unless the cardinality is [1..1].

SBQL separates syntactically query operators as far as
possible (in contrast to SQL). All operators joining queries
are binary or unary. Binary operators are subdivided into
algebraic and non-algebraic . The main difference between
them is whether they modify the state of ENVS during
query evaluation or not. An operator is algebraic if it does
not modify the state of ENVS. The algebraic operators in-
clude numerical and string operators and comparisons,
Boolean and , or, not , aggregate function, set, bag and se-
quence operators and comparisons, structure constructor,
etc. Operators which name a query result are unary algebra-
ic operators too. The operator group as names the entire

Person [0..%] Dept [0..%]
fiame: string natne: string
lname: siring
gex enum_gender emplays [1..%]
age: integer v
fullNamel): string
Ja
A
| wotksln
Student [0..#%] Emp [0.#*]
weat: integer hire date: date
grades[D. *]: integer sal: real
avgGrade(): real ratitiz: real
atterids [1..%] prev_job [0..%]
4 place: string
years: string
supervises [1.*]
v
<4 >
*:
Course [0.%] supervisedEy

attendedBy [1.30] | eName: string

duration: integer

Fig. 1. A schema of an example database

query result, while as names each element in a sequence or
bag returned by a query.

If a query g ; 6 g > involves a non-algebraic operator 8,
then ¢  is evaluated in the context of ¢ , . The context is de-
termined by a new section (sections, depending on a store
model [24]) opened by the 8 operator on ENVS for an ele-
ment of ¢ ;. A new stack section(s) pushed onto ENVS are
constructed by a special function nested . Subqueries ¢ ; and
q » cannot be processed independently, the order of evalua-
tion is important. Non-algebraic operators include projec-
tion/navigation ( ¢ ;. ¢ > ), selection ( ¢ ; where ¢ > ), de-
pendent join ( g ; join ¢q - ), quantifiers (Uqg ;g 2, Ug 1 q:
), transitive closures and ordering. It is quite surprising that
these apparently different operators have the same semantic
core (a general pattern of query processing) and actually
differ only in a way in which the final result is calculated.
This fact has a great meaning for optimization methods.
Many optimization methods, in particular the methods pre-
sented in this paper, do not depend on the kind of 8.

III.  OptivizaTION OF QUERIES INVOLVING INDEPENDENT AND
WEAKLY DEPENDENT SUBQUERIES

The following example in SBQL shows the general idea
of the independent subqueries method. The query below
gets employees who work longer than Clark.

Emp where hire_date < 3)
(Emp where [Name ="Clark™).hire_date

Note that the subquery retrieving the hire date of Clark
(Emp where [Name ="Clark”).hire_date @)
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is evaluated for each Emp object existing in the database.
However, it is enough to evaluate (4) only once, because
each evaluation returns the same result.

Detecting independent subqueries consists in verifying in
which ENVS sections the names occurring in a subquery
are to be bound. A subquery is independent if none of its
names is bound in the stack section opened by the currently
evaluated non-algebraic operator. The binding levels for the
names and the numbers of scopes opened by the non-alge-
braic operators occurring in query (3) are shown below:

Emp where hire_date <
1 2 2 5)
(Emp where [Name ="Clark™).hire_date
1 3 3 3 3

As we can see, none of the names in (4) is bound in the
2™ gtack section opened by the external where operator.
Thus the subquery (4) is independent from this operator.
Consequently the subquery can be evaluated before this op-
erator opens its environment on the stack. In the textual
form of a query it is expressed by factoring out the indepen-
dent subquery from a loop implied by the operator. In SBQL
it is accomplished in the following way:

* A new unique auxiliary name is introduced to name the
result of the independent subquery (4).

e The subquery (4) is named by the group as operator, put
before the entire query (3), and connected to (3) by the
dot operator (to store the result on ENVS).

e The auxiliary name is put in the original place of (4).

After factoring the subquery (4) out, (3) has the form:

((Emp where [IName ="Clark™).hire_date
group as aux).(Emp where hire_date < aux)

(6)

where aux is the auxiliary name introduced by the system.

The general rewriting rule of factoring out independent
subqueries can be formulated as follows. Let ¢ ; 8¢ > be a
query, where 8 is a non-algebraic operator. Let ¢ > has the
formg.=0a,°q;° a, where a,, 0 , are some subqueries
of ¢ ; (maybe empty), ° is a concatenation of strings. If g 5 is
directly in the scope of @and it is independent from 6, then
the query (7) can be rewritten to (8).

q:0a:°q;°a; (7

(gs;groupasaux).(q;0a;°aux°a,) (8)

Although the presented rule seems to be simple and obvi-
ous, the algorithm of the independent subqueries method is
quite sophisticated [18]-[20] and [23]. It recursively travers-
es a query AST to find the largest subquery which is inde-
pendent of the currently evaluated non-algebraic operator.
After detecting such a subquery AST is reorganized accord-
ing to the rule (8). The process is repeated until all indepen-
dent subqueries are discovered and rewritten. Some sub-
query can be independent from several non-algebraic opera-
tors, hence in each iteration of the algorithm the subquery is
factored out of a next one.

The rewriting rule of the independent subquery method
holds for any data model. It concerns the relational model,
providing the SQL semantics would be expressed in terms
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of SBA. It also concerns the XML model and any version of
object-oriented models. It works for any non-algebraic oper-
ator. The rule does not depend on the complexity of inde-
pendent subqueries, their output type and the context in re-
lation to which the independence is investigated. Only SBA
with its strong typing based on compile time simulations of
run-time actions present the right theory which allows to
reach such generality.

Another powerful optimization tool is the method of
weakly dependent subqueries. A subquery is called weakly
dependent from a currently evaluated non-algebraic opera-
tor if there are a name (names) which can be statically
bound to an enumerated type in the scope opened by that
operator. As previously, detecting weakly dependent sub-
queries is based on analyzing in which sections of ENVS
particular names are to be bound. The following example il-
lustrates the general idea of the method. Consider the query:
“Are there students with the average grade more than two
times higher than the average for students having the same
sex?”. We determine also order numbers of ENVS sections.

OStudent as s (s. avgGrade >
2 1 23 3

9
2* avg (( Student where sex=s. sex ). avgGrade) ) ©)
1 3 3244 3 3
Note that the following subquery
2* avg (( Student where sex=s. sex ). avgGrade )  (10)

is not independent of the quantifier in query (9), because
name s in expression s.sex is bound in the stack section
opened by that operator. Hence the average grade would be
evaluated for each student, while it could be evaluated only
two times: once for males and once for females. However
the subquery (10) is weakly dependent from the quantifier.
Thus we can apply the rewriting rule presented in [6]. After
rewriting, the query (9) has the form:

[Student as s (if s.sex="male” then s.avgGrade >

2* avg (( Student where sex= "male”). avg-
Grade )

11
else s.avgGrade > (an
2* avg (( Student where sex= "female”). avg-
Grade ))
Now in (11) the following subqueries
2* avg (( Student where sex= "male”). avgGrade (12)
2* avg (( Student where sex= "female”). avg- (13)

Grade )

are independent from the quantifier, hence they can be fac-
tored out by the independent subqueries method. Denote
(12) by wds(“male”) and (13) by wds(“female”). After
rewriting we obtain the following optimized query:

( wds (“female”) group as aux! ).
( wds (“male”) group as aux2 ).
(L Student as s) ( if s.sex="male”
then s. avgGrade > aux? else s.avgGrade > auxl

)

(14)
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In (14) the subquery (10) is evaluated only 2 times.

The rewriting rule for queries having weakly dependent
subqueries can be formulated as follows. Let ¢ ; 8 g > be a
query with a non-algebraic operator € Let ¢ > has the form
qg:=a;°wds(qs)° d, where o ,, A , are some parts of
q : (maybe empty), ° is a concatenation of strings, wds (¢ 3 )
is a weakly dependent subquery containing ¢ ; that depends
on Gand is typed by enumeration enum { e ;, € »,..., € k.1, € &
}, k= 2. Then the query (15) can be rewritten to (16).

q:10a;°wds(q;)°a; (15)
ql9ifquelthena1°wds(e,)°a2
elseifq3=e2thenal"wds(eg)"ag
(16)

elseifq3=ek.1thena1°wds(ek.1)°ag
else ad,°wds(er)®a;

As in case of the independent subqueries method we un-
derline the generality of the weakly dependent subqueries
method. It concerns any data model and any non-algebraic
operator. The method makes no assumptions concerning the
complexity of weakly dependent subqueries, types of their
results and their left and right contexts.

IV.  Optivization METHOD FOr QUERIES INVOLVING LARGE AND
SMmALL COLLECTIONS

A. Static Analysis of Queries

In this subsection we briefly present the mechanism of
static analysis ([11], [20], [21] and [23]) used in our opti-
mization method. It is a compile-time mechanism that per-
forms static type checking on the basis of abstract syntax
trees (ASTs) of queries. The static analysis uses special data
structures: a metabase, a static environment stack S ENVS
and a static query result stack S QRES. They are compile-
time counterparts of run-time structures: an object store, an
environment stack ENVS and a query result stack QRES.
S_ENVS models binding operations (in particular opening
new scopes and binding names) which are performed on
ENVS. The process of accumulating intermediate and final
query result on QRES is modeled by S_QRES.

The main component of the metabase is the database
schema graph that is generated from a database schema. It
contains nodes, that represent database entities (object, at-
tributes, classes, pointers etc.) and interfaces of methods,
and edges that represent relationships between nodes. The
metabase nodes are identified by internal identifiers that are
used on static stacks.

In our solution the metabase stores also some statistical
data. A node of the schema graph is assigned with the esti-
mated number of objects (in the collection) that is represent-
ed by the node. We denote it by NE(Entity), where Entity is
a unique node identifier. To simplify explanation, Entity
will be represented by an object name instead of a node
identifier (in general, however, this assumption is inade-
quate, as node names need not be unique). For instance,
NE(Emp) = 1000, NE(Dept) = 10, NE(Person) = 0.

The task of static stacks is to simulate run-time computa-
tion of a given query. To this end we introduce the concept
of signatures that represents proper entities stored on the
stacks. The signatures are processed by the strong type
checker ([8], [11] and [21]), according to the SBQL seman-
tics.

B. General Idea of the Optimization Method Involving
Large and Small Collections

The following example illustrates the general idea of our
method. The query gets employees having salary greater
than the average salary in their departments. For the query
below we determine the binding level for the names and the
number of scopes opened by non-algebraic operators.

Emp where sal >

1 2 2 (17
avg ( worksIn. Dept. employs. Emp. sal )
2 333 3 33 33
Consider the following subquery of query (17)
avg ( worksln. Dept. employs. Emp. sal ) (18)

In (18) the name worksln is bound in the 2™ stack section
opened by the where operator. Hence the method of inde-
pendent subqueries cannot be applied. The method of weak-
ly dependent subqueries cannot be applied too because no
part of (18) is typed by enumeration. Moreover, during
compilation we cannot access Dept objects, hence we can-
not treat this collection as a dictionary. However the sub-
query (18) can be evaluated only 10 times instead of 1000
times. Therefore we have to develop a new rewriting rule.
After optimizing (17) it should take the following form:

((Dept as nl join avg(nl.employs.Emp.sal) as n2)
group as aux). (Emp where sal >
(aux where worksin.Dept = nl).n2)

(19)

Names n/, n2 and aux are automatically chosen by the
optimizer. In two first lines of (19) before the dot the query
returns a bag named aux consisting of 10 structures. Each
structure has two fields: an identifier (of a Dept object)
named n/ and the average salary in this Dept named n2.
The dot in the second line traverses this structure and in
each cycle it puts on top of ENVS a binder aux containing
ten structures. It is then used to calculate the query in the 3™
line. In this way average salaries are calculated once for
each department and they are used in the final query, as re-
quired.

We can also transform the query (17) to another form:

Emp where sal > (
(Dept as nl join avg (nl.employs.Emp.sal) as n2)
where worksin.Dept = nl).n2

(20)

After such transformation obtain the subquery (21) inde-
pendent of the nearest non-algebraic operator:

(Dept as nl join avg (nl.employs.Emp.sal) as n2) (21)

Thus the method of independent subqueries can be ap-
plied. It factors the subquery (21) out of the first where op-
erator. In effect the query (20) will be rewritten to the
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form (19). Hence both optimization options lead to the same
result.

As previously, detecting subqueries such as (18) is ac-
complished by the analysis in which section of ENVS par-
ticular names occurring in a query are to be bound. The
binding levels for names are compared to the scope num-
bers of non-algebraic operators. We take into consideration
only subqueries (referred to as “weakly dependent sub-
queries”) of a given query that depend from a non-algebraic
operator only on an expression returning a small collection.
If the collection size is small w.r.t the size of the collection
returned by the left subquery of this non-algebraic operator,
then we decide to rewrite such a query. Comparing the size
of collections is necessary to check whether rewriting the
query would guarantee better performance. The query (17)
involves two subqueries connected by the where operator,
The left subquery Emp returns 1000 elements (according to
the statistical data) and the right subquery (18) depends on
the where operator on expression returning only 10 ele-
ments. Hence it makes sense to rewrite (17) to the
form (19).

An essential difficulty of the algorithm consists in find-
ing a specific part of a weakly dependent subquery like
worksIn.Dept for (17). We have chosen this part because the
name worksln is bound in the scope opened by the where
operator and denotes a pointer link to an element of a small
collection of Dept objects. Other names in a subquery like
(18) cannot be in this scope. To limit the number of evalua-
tions of a subquery like (18) to the number of collection ele-
ments returned by the subquery Dept we factor out a sub-
query like (21) to the beginning of the query, naming it by
an auxiliary name aux. Then this name, as well as previous-
ly introduced names, are used to rewrite the subquery (18)
to the form:

(aux where worksIn.Dept = nl).n2 (22)

The subquery (22) gets for each employee the average
salary in his/her department.

Note that the method based on detecting weakly depen-
dent subqueries with dependency on a small collection can
be considered the generalization of the previously described
method based on enumerated types. Instead of explicit in-
volving values of the enumerated type, as in (11) we can use
explicit bag containing values of the enumerated type. The
bag can contain collection of atomic values, complex values
or collection of references (object identifiers). Query (23) is
the result of transformation of (9) in the style presented
in (19).

((bag(“male”,”female”) as n/ join
2*avg((Student where sex=nl).avgGrade) as n2)
group as aux).
Student as s(s.avgGrade >(aux where
s.sex=nl).n2)

(23)

The subquery 2*avg((Student where sex=nl).avgGrade)
calculating the average grade is evaluated only two times.
We anticipate that the method in its general form can be
applied when the dependency concerns more than one ex-
pression returning a small collection of objects. The query
below gets references to Emp objects together with the num-
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ber of Emp objects working in the same department and
having the same sex:

Emp as e join count ( e. worksIn.Dept.employs.
1 2 23 3 333 3 3

( Emp where sex = e. sex)) 24)
3 4 4 255
Consider the following subquery of the query (24):
count ( e.worksIn. Dept.employs. (25)

( Emp where sex = e.sex ))

The subquery (25) contains two names e that are bound in
the 2™ stack section opened by the join operator: in expres-
sion e.worksln.Dept and in expression e.sex. Both expres-
sions depend on small collections. The first one depends on
Dept objects whose number is 10 and the second one is
typed by enumeration takes two values. Because the left
subquery (Emp as e) of the query (24) returns a large collec-
tion it should be rewritten. In this way we can limit the
number of evaluation of the query (25) to NE(Dept)*(sizeof
enum_gender) = 20. After rewriting the query (24) we get:

(((Dept as nl join bag(“male”,”female”) as n2) join
count(nl.employs.(Emp where sex=n2)) as n3)
group as aux). (Emp as e join (aux where e.-
worksIn.Dept=nl and e.sex=n2).n3)

(26)

The general rewriting rule for a simple case (dependency
on a small collection only) can be formulated as follows. Let
q: 8 g:be a query connecting two subqueries by a non-alge-
braic operator 8. Let g = a; ° wds(qs(C)) ° a., where a;, a»
are some query parts (maybe empty), ° is concatenation of
strings, wds(qs(C)) is a weakly dependent subquery whose
part g; depends on 8 only and contains a name C that is
bound to an element of a small collection. ¢;(C) must be of
the same type as the type of collection C element. Then the
query:

416 a;° wds(g:C)) ° a 27)
can be rewritten to:
(((C as auxl) join (wds(aux1) as aux2))

group as (28)

aux3).
(q: @ a;° (( aux3 where auxI= q;(C)).aux2) ° Q)

The general idea consists in limiting the number of pro-
cessing of a weakly dependent subquery wds(qs(C)) to the
number of collection elements C that occurs in g;. It is ac-
complished by introducing an additional query with the join
operator that is independent of 6. The entire result of this
query is named aux3. It is a bag of structures
struct{auxi(c), aux2(w))}, where ¢ is an element of a bag
returned by name C and w is an element returned by
wds(aux1). The bag is then used (after dot) to construct a
query (aux3 where auxl/= ¢;(C)).aux2. It replaces the
weakly dependent wds(gs(C)) of (27). A slightly modified
rewriting concerns an expression typed by enumeration. In-
stead of the collection name C the bag that consists of all
the values of an enumerated type is used.
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For query (17) q/=Emp, 8 = where, a;=sal>, a,=empty
string,  qs=worksin.Dept,  C=Dept, wds(q;(C)) =
avg(worksin.Dept.employs.Emp). After applying the rewrit-
ing rule (28) the query (17) has the form (19). For more
complicated cases, such as presented in (25) and (26) the al-
gorithm is not ready yet.

Note that we have made an implicit assumption that
wds(aux1) can be counted for each element of the collection
C. This may not hold. Returning to example (1), it is correct
even if some department has no employees. However, if we
rewrite it according to (27) and (28) we obtain:

(Dept as auxl join avg(auxl.employs.Emp.sal)
as aux2) group as aux3). (29)
( Emp join ( aux3 where worksIn.Dept=auxl ). aux2)

If some department has no employee, calculating the av-
erage salary results in a failure. Hence (29) is not fully se-
mantically equivalent to (1) if it is possible that some de-
partments are empty. There is, however, a simple and gen-
eral solution of this problem. We can use wds(aux) as a pa-
rameter of a special system function lazy failure. 1t is the
identity function for all the values of its parameter that do
not cause a failure. If the calculation of the parameter re-
sults in a failure, the function prevents sending a message
on failure (or throwing an exception), but it returns a distin-
guished value $failure$. The failure indeed holds (or an ex-
ception is thrown) if indeed the value $failure$ is to be pro-
cessed by any operator, e.g. binding a name returns the val-
ue Sfailure$. Hence the function postpones signaling fail-
ures in hope that the value $failure$ will never be pro-
cessed. For instance, (1) can be rewritten to the form:

( Dept as aux] join
lazy_failure(avg(aux!.employs.Emp.sal)) as aux2)
group as aux3).
( Emp join ( aux3 where worksIn.Dept=auxl ). aux2)

(30)

In this case no failure can occur, because the lazy failure
function prevents failures before the dot operator (3™ line),
and the value $failure$ named by aux2 will never be re-
turned (no worksin pointer leads to such a department). The
failure would hold only when aux2 indeed returns failure.
The function lazy failure requires altering the current
SBQL runtime. It will be the subject of further work.

V. REWRITING ALGORITHM FOR QUERIES INVOLVING LARGE AND
SmaLL COLLECTIONS

The rewriting is accomplished by five recursive proce-
dures. We present only their signatures. For the paper space
limit we do not present their pseudocodes.

o optimizeQuery(q:ASTtype) — it applies the procedure
queriesinvolvingLSCMethod to AST node ¢ as long as g
contains subqueries depending on their non-algebraic
operators only on expression returning a small collec-
tion.

o queriesInvolvingLSCMethod(q:ASTtype) — it recursively
traverses AST starting from node g and applies the ap-
plyQueriesinvolvingLSCMethod procedure to it. If the
procedure meets a non-algebraic operator then its right
and left queries are visited by the same procedure. At

first weakly dependent subquery that is under the scope
of the most nested non-algebraic operators will be
rewritten.

* applyQueriesinvolvingLSCMethod(op:ASTtype) — it
transforms according to our rewriting rule all right-hand
subqueries of non-algebraic operator op that depend on
it only on expression returning a collection whose size is
small in comparison to the collection size returned by
the left-hand subquery of the op operator.

* findWeaklyDependentSubquery(op:ASTtype,q:ASTtype):
(ASTtype, ASTtype) — it applies the getWeaklyDepen-
dentSubquery procedure as long as the procedure returns
a subquery of ¢ (maybe the whole ¢) that is weakly de-
pendent from op. If no appropriate subquery is found,
the procedure returns null.

o getWeaklyDependentSubquery(op:ASTtype,q:ASTtype):
(ASTtype, ASTtype) — it detects parts of query ¢ that are
dependent from op operator on a single name. Other
names in the query cannot be in the scope of op. If the
dependency concerns expression returning a small col-
lection or typed by enumeration then the function re-
turns the query ¢ and its dependent part.

VI. ConcrusioN aND Future Work

We have presented a new optimization method for
queries involving large and small collection. It is aimed at
restricting the number of evaluations of their specific parts
called weakly dependent subqueries. Our rewriting rule is
very general, it holds for any data model (assuming that its
semantics would be expressed in terms of SBA) and works
for any non-algebraic operator. The rule makes also no as-
sumption concerning the complexity of weakly dependent
subquery and its output. Although the general rewriting rule
seems to be clear, the algorithm is quite sophisticated. The
optimization method is repeated to detect and rewrite all the
possible weakly dependent subqueries in a query. The algo-
rithm needs to know estimated sizes of collections in the
store. In general, a query evaluation cost model should be
developed and carefully tuned on real applications. The pro-
totype rewriting algorithm is implemented by us in the
ODRA system to confirm the meaning of the method in real
database systems.
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