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Abstract—A new classification algorithm based on combination
of two independent kernel density estimators per class is pro-
posed. Each estimator is characterized by a different bandwidth
parameter. Combination of the estimators corresponds to viewing
the data with different “resolutions”. The intuition behin d the
method is that combining different views on the data yields
a better insight into the data structure; therefore, it leads to
a better classification result. The bandwidth parameters are
adjusted automatically by the L-BFGS-B algorithm to minimize
the cross-validation classification error. Results of experiments
on benchmark data sets confirm the algorithm’s applicability.

I. I NTRODUCTION

ESTIMATING the density of each class and using the
Bayes formula to obtain a classification rule is one of

the classical approaches to the classification problem (seee.g.
[1] for an introduction). We propose a novel application of
this idea utilizing a combination of Kernel Density Estimators
(KDEs). A general description of the proposed algorithm is
as follows. For a given test point and for each class, the
class density is estimated using several KDEs, each with a
different bandwidth parameter. The final density estimate for
any given class is the average of the estimates made by the
estimators. The class probabilities are obtained using theBayes
rule. The bandwidths of KDEs are selected to minimize the
cross-validation classification error on the training set.The
algorithm is a generalization and a significant modificationof
the method introduced in [2].

The methods appearing in the literature that exhibit the
most similarities with the proposed algorithm can be divided
into three groups. The first group consists of the algorithms
that combine density estimators, and the resulting algorithm is
used only in the density estimation task. An example appears
in [3], where stacking meta-learning approach is applied to
create a linear combination of KDEs and Gaussian Mixture
Models (GMMs). The parameters of the combination are
adjusted using the EM algorithm. A boosting meta-learning
approach to density estimation is introduced in [4]. A novel
approach to adjusting bandwidths of KDEs depending on
localization in the feature space of a given point is developed
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in [5]. The authors use GMMs to define fuzzy regions of
certain bandwidths’ domination in the feature space. Another
group of related models consists of methods that combine
density estimators and optimize density estimation quality,
but they are tested not only on density estimation tasks,
but on classification problems as well. The first algorithm
in this group, introduced in [6], joins the KDE and GMM
approaches to density estimation. Yet another approach is
presented in [7] where an ensemble averaging technique is
used to blend different GMMs. A mix of boosting and bagging
algorithms along with the EM algorithm to optimize density
estimation quality is introduced in [8]. The next group of
algorithms embraces a combination of classifiers, each of them
based on density estimation. An example is the BoostKDC
algorithm of [9] and [10], where AdaBoost algorithm is used
to combine classifiers based on KDEs. Our method belongs
to none of these groups, since, unlike the above-mentioned
algorithms, we combine several density estimators with their
parameters adjusted directly to minimize the classification
error.

The algorithm that seems to be the most similar to ours is
introduced in [11]. The algorithm is at heart a binary classifier
based on a combination of KDEs with different bandwidth
parameters for each of the two classes. The bandwidths are
adjusted to minimize the classification error. In the training
phase, a pair of bandwidths that minimizes the cross-validation
classification error rate is selected. Along with the optimal
pair, its neighbors in the bandwidth space are also selected. A
measure called the “misclassification probability” is computed
for all the selected pairs. In the classification phase, p-values
of a hypothesis that a given test point belongs to a given class
are computed for selected bandwidth pairs. Next, the computed
p-values are multiplied by the misclassification probabilities
and normalized. The resulting values are used as weights in
a weighted average of probabilities of belonging to a given
class for selected bandwidth pairs. The average is the final
class probability returned by the algorithm.

However, our algorithm is also significantly different from
the one of [11]. We select two bandwidths instead of one for
each class. This way we gain a “view” on the data with two
resolutions. Moreover, in [11], there are only two classes for
which the bandwidths are selected, and here we have no such
constraint. Our algorithm is also much simpler and probably
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faster since it uses a numerical optimization method to find
the optimal bandwidths.

The rest of this paper is organized as follows: Section II
contains a description of the algorithm, Section III presents
the results of experiments, Section IV concludes the paper.

II. A LGORITHM DESCRIPTION

Every classification machine learning algorithm has two
modes of operation: training phase and classification/recall
phase. Sections II-A, II-B contain a description of the classifi-
cation phase, Sections II-C, II-D, II-E, II-F present the training
phase.

A. Classification

The problem of classification is to produce a decision rule
d(x;h) : R

d → {ω1, . . . , ωc} which assigns one ofc classes
labeledωi to a d-dimensional observation (point)x, with h

being a vector of parameters of lengthE. The rule is usually
built by adapting the parameter vectorh to the observations
from a training set. The robustness of the rule is tested on the
observations from a testing set. One of the possible decision
rules that can be used is the Bayesian classifier of the form
dB(x;h) = arg maxωi

P̂ (ωi|x;h) with

P̂ (ωi|x;h) =
p̂(x|ωi;h)P̂ (ωi)

p̂(x;h)
, (1)

where P̂ (ωi|x;h) is a posterior probability estimator of the
classωi, P̂ (ωi) is a prior estimator ofωi (in practice, it is
equal to the fraction of observations fromωi in the training
set),p̂(x|ωi;h) is an estimated probability density function of
ωi, and p̂(x;h) =

∑c
i=1 p̂(x|ωi;h)P̂ (ωi) is a normalization

factor. All of the quantities in this formula are easy to compute
except for the class probability density estimatep̂(x|ωi;h). In
a standard model of KDE, this probability would be estimated
directly by the formula for kernel density estimation, but here
we insert an intermediate step—average of density estimates

p̂(x|ωi;h) =
1

Ei

Ei
∑

j=1

p̂(x|ωi; hi,j) ,

where the following notations have been used.Ei is a number
of parameters for the classωi, whereE = E1 + . . . + Ec.
Let hi, i = 1, . . . , c, be an i-th subvector ofh, of length
Ei, corresponding to the algorithm parameters related to the
classωi. The hi,j are the components of the vectorhi, and
p̂(x|ωi; hi,j) is given by the standard KDE formula:

p̂(x|ωi; hi,j) =
1

|Di|

∑

x
′∈Di

1

(hi,j)d
φ
(

x − x
′

hi,j

)

,

whereDi is a set of observations that belong to the classωi,
function φ : R

d → [0,∞) is a density function called the
“kernel function” andhi,j is a smoothing parameter called
the “bandwidth”.

There are many popular kernel functions to choose from
e.g.: Gaussian, Epanechnikov, biweight, triweight, triangular,
and uniform. However, since there is not much difference

between them in terms of density estimation efficacy (cf. [12,
p. 31]), the choice can be made on other grounds. We have
chosen the Gaussian kernel. Its advantages are that it is simple,
and has a continuous first derivative (a property required by
the optimization algorithm we use).

The Gaussian kernel is fully described by a covariance
matrix Σ which is responsible for the hyper-ellipsoidal shape
of the kernel (cf. [1, Section 2.5.2]). Generally, the shapeof
the kernel should be adjusted to match the distribution of the
training points in the feature space. There are two approaches
to reach this goal. The first, and the most natural one, is
to set an appropriate shape of the kernel, i.e. to adjust the
covariance matrix to match the data. The second one is to
let the covariance matrix be fixed and equal to the identity
matrix Σ = I (the shape of the kernel will be circular in
this case) and to transform the feature space instead (this
method was used e.g. in [13]). We have chosen the second
approach because it makes the algorithm simpler to analyze
and is less computationally intensive, so the formula for the
kernel function is

φ(x) =
1

(2π)d/2
exp

[

−
1

2
x

T
x
]

.

The standardization was the feature space transformation used
during the experiments.

B. KDEs Combination

The kernel’s bandwidth parameter specifies how smooth the
resulting estimation of the density function is. The largerthe
factor, the smoother the estimation of the density function, and
less concentrated on the training points. We can also interpret
the bandwidth as a “resolution” of the data view—the larger
the bandwidth, the smaller the resolution and the more general
the view on the data (i.e. the density assumes similar values
even at distant points of the space, which makes them difficult
to distinguish).

The main idea presented in this paper is to use many KDEs
per class with their bandwidths adapted to the data set. Such
an approach can be interpreted as looking at the data with
different “resolutions”. It should give a better insight into the
data structure and result in a better classification than a method
using a single “resolution”. What is more, since in our model
we are averaging many KDEs, the solution space of the model
with only one KDE is contained in the solution space of our
model (in our model, we obtain the model of one KDE in
the case when the bandwidths are equal within each class). In
this sense, the basic model of one KDE per class is a special
case of our model. As such, the proposed model is expected to
generally yield solutions that are at least as good as the ones
found by the basic model.

When comparing proposed way of combining KDEs with
the method of [2], we notice that the model introduced here
is more general. In [2], the bandwidths are connected through
a simple functional dependence, while here no dependence
is imposed—each bandwidth is a separate parameter of the
algorithm. The next difference is that the bandwidths are
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selected independently for each class instead of being the same
for each class.

In this article, the number of KDEs combined for each
class is the same and equals2, i.e. (∀i)Ei = 2, so in the
training phase, an optimal pair of bandwidths for each class
is searched for. Why two KDEs per class? The first reason
is that we wanted to test if using as little as two different
“resolutions” improves the results of a KDE-based classifier.
Another reason is that using two KDEs is less computationally
intensive than using more of them. Finally, we have to consider
the difficulties related to optimization of the multidimensional
error function during the training phase. Note that the number
of dimensions of the error function is equal to the total number
of KDEs. Generally, the higher the number of dimensions,
the more complicated the function (with more local minima),
and the more difficult it is to obtain good results with the
local optimization algorithm that we use. Hence, the smaller
the number of KDEs, the simpler the optimization task. On
the other hand, a research on application of larger number of
KDEs than two per class might be also insightful and is one
of the goals of the future work.

C. Algorithm Training

In this section, we describe the training phase of the
algorithm. Its main goal is to find the optimal combination of
the KDEs bandwidths. The algorithm consists of the following
steps.

1) The sequence of the training instances is randomly
permuted. The randomization is required by the cross-
validation method used later. It is worth noting that, apart
from this step, the algorithm is completely deterministic.

2) The data is transformed—a standardization transforma-
tion is used. The transformation parameters (sample
expected values and sample standard deviations) are
saved—they are used later to build the classification
error function.

3) Bounds for the bandwidths are calculated (as described
in Section II-D). They are used to narrow down the
search space for an optimization algorithm in the next
step.

4) The vectorh of KDEs bandwidths that minimizes the
10-fold stratified cross-validation estimation of a clas-
sification error function (described in Section II-E) is
searched for by an optimization algorithm (described in
Section II-F).

As a result of the training phase, the optimalh is obtained
along with the transformation parameters and transformed
data. These values are used directly in the classification phase.

D. Bandwidth Range

When searching for the optimal bandwidths, a question
arises: what is a bandwidth range[hmin, hmax] that should
be examined? To answer this question, we take an approach
similar but not identical to the one in [11]. It is also worth
noting that we look for a common range for all the bandwidths,
and all our considerations concern points in the transformed

feature space. The upper limit of the range is set to the
99-th percentile of the pairwise distances between points in
the training set. This estimation is rather conservative. A
percentile value instead of a maximum value is used to make
the estimation resistant to outliers, which could unnecessarily
widen the range in the case of using the maximum value.

Choosing the lower limit requires more care to be taken
since there are a few problems related to small bandwidths, i.e.
bandwidths close to0. For a given test point, if the bandwidth
is very small, very few points from the training set significantly
influence the density at that point, thus the density estimation
p̂(x;h) in the denominator of (1) is close to0. Now, if the
value is small enough, it is smaller than the computer machine
precision, thus it is assumed to be0, which makes the formula
(1) impossible to evaluate. Another problem is that for small
bandwidths one can get unreliable and possibly misleading
information for the classification task [11, Section 2.2].

We try to solve the above-mentioned problems by choosing
the lower limit that is sufficiently small, but not too small.
The limit is chosen to be equal to a small ratio1/ξ of the
smallest non-zero percentile of distances of points in training
set. A small percentile is used instead of a minimum value
for the same reasons as in computing the upper limit. The
parameterξ is the radius of a ball containing99% of the
kernel’s probability mass. We assume that the influence of a
point located outside of this ball on the central point of the
ball is negligible. In the case of a Gaussian kernel it can be
shown thatξ =

√

F−1
χ2(d)(0.99), i.e. it is the square root of the

value of the invertedχ2 distribution function withd degrees
of freedom at0.99.

Unfortunately, the above method of calculating the lower
limit is not always sufficient to solve the problem. In extreme
cases, when the testing point is far from the training set points,
the density would be very small and assumed to be0 in spite
of the bandwidth not being small. Luckily, in such situations
(when the distance is large or, equivalently, the bandwidthis
very small) we know that the KDE-based classifier mimics
the Nearest Neighbor algorithm [14, p. 251]. Thus, when the
denominator in (1) is assumed to be0, we return a result that
would be returned by the Nearest Neighbor algorithm as the
result of classification.

E. Classification Error Function

In step 4 of the training phase we use a 10-fold stratified
cross-validation estimator of the classification error function;
it is constructed as follows. First,10 splits of the training
data are created. Each split consists of two disjoint data sets:
the fitting setD which is used to train the classifier, and the
validation setDv which is used to compute the classification
error of the trained algorithm. Next, the data in each of the
cross-validation splits is transformed using the whole training
set transformation computed in step 2 of the training phase.
The reason the transformation is not computed for every
split’s fitting set independently, as a standard cross-validation
procedure would suggest, is that we want the bandwidths
calculated for every split to correspond to the same values in
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the original non-transformed space. If the transformations were
calculated independently, the same bandwidth value would
correspond to different bandwidth values in each split in the
original space. The priors used in each split are also estimated
on the whole training set (for similar reasons). Finally, for
each split, an error function is calculated and the results from
each split are averaged to yield the estimation.

The error function is the Mean Squared Error (MSE) defined
as

MSE(P̂ (·),Dv,h) =
1

|Dv|

∑

x∈Dv

c
∑

i=1

(

P̂ (ωi|x;h) − ti(x)
)2

,

(2)
where Dv is the validation data set on which the error is
computed,P̂ (ωi|x;h) is the posterior probability estimation
for the classωi from (1), andti(x) is a vector whosei-th
component, wherei corresponds to the actual classωi, is 1 and
all other components are0. We use the MSE function instead
of directly using the error rate function because the former
is differentiable, a property required by the minimization
algorithm we use.

F. Minimization Algorithm

To find the optimal bandwidth vectorh, we use a quasi-
Newton constrained optimization algorithm L-BFGS-B intro-
duced in [15]. The algorithm exploits the function’s value and
gradient information to search for the local optimum. It uses
the BGFS (Broyden-Goldfarb-Fletcher-Shanno) method to ap-
proximate the Hessian matrix. The algorithm was originally
devised to solve large nonlinear optimization problems with
simple bound constraints imposed on the variables.

This algorithm was chosen because of its following advan-
tages. First, it can solve problems with simple bounds imposed
on the variables, and since bandwidths which constitute the
vector h cannot be negative, we have to use an algorithm
that solves optimization problems with at least lower bound
restriction imposed. Additionally, we can narrow down the
search space by calculating a range of “sensible” bandwidth
values (as described in Section II-D), thus we can benefit from
the optimization algorithm that can solve problems with lower
and upper bounds defined. Next, the algorithm uses informa-
tion about the function’s gradient which generally improves
the convergence speed when compared with algorithms that
do not use that information. We provide the gradient to the L-
BFGS-B algorithm by using a differentiated form of the MSE
function (2).

The L-BFGS-B algorithm has a few parameters that have
to be set before its execution. The most important is the
starting point. When executing preliminary experiments, we
have observed that the optimal solution is often located near
the[1, 1]T bandwidth pair for each class in the standardization-
transformed space. It is worth noting that when considering
each vector of parametershi corresponding to the classωi,
the error function is symmetrical w.r.t. line[a, a]T , a ∈ R

(this is because bandwidths for each class are interchangeable).
Therefore, it is sufficient to explore only one side of the line

during the minimization. Thus, for each class we choose a
starting point lying in the vicinity of the point[1, 1]T on one
side of the line, namelyh0

i = [1.1, 1]T . This finally yields
the starting point equal toh0 = [1.1, 1, . . . , 1.1, 1]T . The
next parameters that have to be set are the variable bounds.
Each element of theh vector is ascribed the same lower
and upper bound, and these are equal to appropriate values
of the range calculated in step 3 of the training phase. The
other parameters are the stop conditions. They are set to the
following values which are a sensible choice for a wide classof
optimization problems: the function reduction factor is equal
to 1e+7 (moderate accuracy), the maximal acceptable gradient
value is equal to 1e-5.

III. E XPERIMENTS

When introducing a new machine learning algorithm, two
questions have to be answered: is the proposed method better
than the basic one, and is it competitive when compared
with other algorithms? To address these questions we have
conducted a set of experiments. The data sets used in the
experiments are described in Section III-A; afterwards, the
first question is addressed in Section III-B, and the second
one in Section III-C.

A. Data Sets

The algorithm was tested on data sets examined in [16]
and [11]; some other data sets from the UCI Machine Learning
Repository [17] were also used to broaden the test base.
From these sources, we selected data sets that matched our
algorithm—data with numerical attributes only. The data sets
along with literature references are presented in Table I. They
include the following data sets:blood transfusion(Blood
Transfusion Service Center data, introduced in [18]),breast
cancer(Wisconsin breast cancer data set, collected at the Uni-
versity of Wisconsin by W. H. Wolberg [19]),glass(forensic
glass data),heart (SPECTF Heart Data Set),image segmen-
tation (Statlog Image Segmentation),Indian diabetes(PIMA
Indian diabetes),liver disorders(BUPA liver disorders),satel-
lite image(StatLog satellite image),vehicle silhouette(StatLog
vehicle silhouette),vowel Deterding(Vowel Recognition—
Deterding Data),waveform(waveform database generator—
version 1). All of the data sets exceptRipley’s syntheticwere
downloaded from the UCI Machine Learning Repository [17];
theRipley’s syntheticdata set was downloaded from [20]. The
data sets were subject to the same preprocessing steps as in
the original articles (if any).

B. Comparison with the Basic Version

We compared our algorithm that uses two estimators per
class with a basic version of one estimator per class. For
each algorithm and data set combination, we executed a 10-
times repeated 10-fold cross-validation experiment to obtain an
average final result (see Table II). If the data set was originally
divided into the training set and the test set, we merged these
two and executed the experiments on the merged version. For
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TABLE I
DATA SETS USED IN THE EXPERIMENTS

name classes attributes instances training testing source

blood transfusion 2 5 748

Boston housing 3 13 506 [16]

breast cancer 2 9 683 [16]

ecoli 8 7 336

glass 6 5 214 [11]

heart 2 44 267 80 187

image segmentation 7 19 2310 [16]

Indian diabetes 2 7 532 [16]

ionosphere 2 34 351

iris 3 4 150

liver disorders 2 6 345 [16]

Ripley’s synthetic 2 2 1250 250 1000 [11]

satellite image 6 36 6435 4435 2000 [16]

sonar 2 20 208 104 104 [11]

vehicle silhouette 4 18 846 [16]

vowel Deterding 11 10 990 528 462

waveform 3 21 3600 600 3000 [16]

wine 3 13 178

yeast 10 8 1484

the largest data set (satellite image), a random subsample of
600 instances was used to reduce the experiment time.

TABLE II
COMPARISON OF AVERAGED CLASSIFICATION

ERROR RATES IN ALGORITHMS WITH ONE AND TWO

ESTIMATORS PER CLASS

data set 1 estimator 2 estimators

blood transfusion .2231 .2202

Boston housing .2340 .2323

breast cancer .0328 .0315

ecoli .1357 .1324

glass .2592 .2906

heart .2087 .2094

image segmentation .0385 .0357

Indian diabetes .2458 .2433

ionosphere .0729 .0500

iris .0547 .0473

liver disorders .4060 .3684

Ripley’s synthetic .0959 .1001

satellite image∗ .1274 .1281

sonar .1467 .1386

vehicle silhouette .2926 .2906

vowel Deterding .0144 .0146

waveform .1607 .1586

wine .0365 .0252

yeast .3969 .3963
* a random subsample of 600 instances

The results rise an interesting question: why some of the
error rates yielded by our algorithm are worse than the ones
yielded by the basic algorithm? This situation might be caused,
apart from an inherent randomness of the experiments, by
the method of optimizing the MSE function. The feature

space searched by our algorithm contains the feature space
searched by the basic algorithm. Thus, if we would use a
global optimization method in the both algorithms, than the
optimum of the MSE function found by our algorithm had to
be at least as good as the one found by the basic algorithm.
However, in practice we use a local optimization algorithm
(namely L-BFGS-B) and it is possible that in a certain case a
better optimum is found by the basic algorithm. This situation
is possible only for a MSE function of a specific form which,
in turn, depends on geometrical properties of the data set.

Another issue worth considering is that some of the obtained
error rate differences are very small (see e.g. results for data
setsvowel Deterdingandyeastin Table II) and possibly sta-
tistically insignificant, thus omitting them might be suggested.
Such an approach is criticized in [21, Section 3.1.4] since,
contrary to the popular belief, it leads to unreliable results.
For this reason we include all of the obtained error rates in
our comparison.

On the other hand, differences on some of the data sets are
relatively large when compared with an average difference.A
relatively large efficacy improvement for algorithm with two
KDEs per class can be observed in data sets:liver disorders,
ionosphere, wine (the differences are .0376, .0229, .0113,
resp.); a relatively large efficacy decrease can be observed
in the glassdata set (the difference is -.0315). The cause of
these differences are probably certain geometrical properties
of the data sets—some of them more compatible with the
proposed method and some of them less compatible. The task
of identifying these properties and examining their influence
on the algorithm’s efficacy is a matter of further research.

We compared both algorithms using the Wilcoxson signed-
ranks test as described in [21, Section 3.1.3]. As a re-
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sult, we have found that the difference between algorithms
is statistically significant (p ≈ .023, confidence interval:
[.0006, .0067]), and our algorithm yields better results than
the basic version. We can conclude this experiment by stating
that the proposed algorithm is a significant improvement over
the basic version of one estimator per class.

C. Comparison with Literature Results

When comparing the performance of our algorithm with
those in the literature, we used the results published in
[16] and [11]. In [16], the authors compare efficacy of 33
classification algorithms (among them: CART, LDA, QDA,
Nearest Neighbor with Mahalanobis distance, LVQ Neural
Network, RBF Neural Network) on various data sets. The raw
error rates that we used in our comparison were retrieved from
the article appendix available at [22]. In [11], the performance
of the new algorithm on a few data sets is compared with
the results from the literature; all of them are used as a
comparison base. During the experiments, we have followed
the methodology described in the above-mentioned articles,
except that we repeated each holdout and cross-validation
experiment 10 times instead of once since our algorithm is
non-deterministic and repeating the experiment several times
results in a more unbiased efficacy estimation.

After obtaining the error rates (misclassification rates) for
each data set (see Table III), we computed the quantile at
which a given result is situated when compared with the results
from the literature (the quantiles were calculated using the
ecdf function in the R environment [23]). From Fig.1 we
see that 7 results fall in the range of 50% best results and 4
results fall in the range of 50% worst results; one result is
better than the best literature result, and one is worse thanthe
worst literature result.

TABLE III
COMPARISON OF ALGORITHM’ S CLASSIFICATION ERROR RATES

WITH LITERATURE RESULTS

data set best lit.∗ 2 estimators∗∗ worst lit.∗∗∗

Boston housing .221 .232 .314

breast cancer .0278 .0315 .3370

glass .236 .275 .402

image segmentation .0221 .0357 .5150

Indian diabetes .221 .243 .310

liver disorders .279 .368 .432

Ripley’s synthetic .090 .091 .108

satellite image .098 .093 .400

sonar .135 .230 .221

vehicle silhouette .145 .290 .487

waveform .151 .178 .477
* the best literature result
** result of the proposed algorithm with 2 estimators per class
*** the worst literature result

The performance of the algorithm is quite promising when
compared with the results published in the literature. One
can even state that it is surprisingly good, considering that
the algorithm is based on KDEs which are known to yield
poor density estimation results for data sets with more thana

quantile

da
ta

 s
et

waveform
vehicle silhouette

sonar
satellite image

Ripley’s synthetic
liver disorders

Indian diabetes
image segmentation

glass
breast cancer

Boston housing

0.0 0.2 0.4 0.6 0.8 1.0

Fig. 1. Comparison of the experimental results with the literature results.
Each point corresponds to a quantile position of the experiment when
compared with the literature results. We can see that 7 results fall in the
range of 50% best results and 4 results fall in the range of 50%worst results.
Points at quantile 0 correspond to the results that are as good as the best
literature result or better; points at quantile 1 correspond to the results that
are as bad as the worst literature result or worse.

few dimensions. However, the KDE-based classification results
can be good even though the density estimation is poor (cf.
discussion by Scott in [24, p. 257]). It can be argued that this is
the case in our algorithm since we optimize the classification
efficacy directly and ignore the density estimation quality. On
the other hand, application of the algorithm on some data
sets (sonar, liver disorders, Indian diabetes, vehicle silhouette)
resulted in relatively high error rates, but it can be arguedthat
according to the no free lunch theorem [1, Section 9.2.1] no
single classifier can achieve great results on all problems.

IV. CONCLUSION AND FUTURE WORK

A new algorithm based on combination of two KDEs per
class has been introduced. The experiments confirm that it
achieves better results than the basic version of one KDE
per class. Furthermore, the algorithm performs well when
compared with the results of other algorithms published in
the literature. These results confirm the algorithm’s potential
and applicability, especially in the domains related to data sets
for which exceptionally good results were obtained.

It is a matter of further research to examine more detailed
properties of the tested data sets and formulate a general
class of problems where the algorithm performs especially
well. Selecting a better starting point for the minimization
algorithm is also a promising modification. The starting point
could be based on the optimal bandwidth estimations for
the density estimation problem which can be found in the
literature (e.g. Sheather-Jones method). Another idea is to
conduct experiments for more than two KDEs per class and
observe the relation between the classification error and the
number of KDEs. Yet another modification is to use a different
kernel function, e.g. p-Gaussian, and check if the change
significantly influences the results.
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